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Summary (Explain me like I’m five)

Imagine super strong robots are being built that are really hard to break. The people making them keep saying, \“These robots might take your jobs! But don’t worry about us, we’re fine!\” This makes people feel angry and powerless because they can’t stop the robots or the changes. So, instead of attacking the impossible-to-break robots, they start getting mad at and sometimes attacking the people who are building and promoting them. The article says this is like what happened with old weaving machines, and it’s happening again with AI because humans are becoming the easiest target when technology is too strong.



Fun standup comedy set on the topic

\“So, these AI bigwigs, right? They’re building super-intelligent machines that can basically do everything. And their big PR strategy is to go around saying, ‘We’re going to disrupt the entire white-collar workforce! Enjoy your new life of… uncertainty!’ Then they add, ‘Careful down there!’ It’s like a chef telling you, ‘I’ve invented a new dish that might make you obsolete, but here’s a $20 subscription to watch me eat it!’ And then they’re surprised when someone throws a Molotov cocktail at their house. ‘But we told them! We were so self-conscious about it!’ Honey, ‘self-conscious’ is knowing you have spinach in your teeth. ‘Self-aware’ is knowing your constant warnings about job loss make you sound like a supervillain monologueing before blowing up a city! Maybe just… stop talking about how much you’re going to ‘transversally disrupt’ everyone’s lives for five minutes?\”



Most striking interesting quotes (1-3)


	\“The evolution of technology is a feature of the world just as much as the permanent fragility of the human body.\”

	\“If people feel that they have no place in the future… then they will feel they have nothing to lose.\”

	\“Perhaps the most serious mistake that the AI industry made after creating a technology that will transversally disrupt the entire white-collar workforce before ensuring a safe transition, was making it explicit by doing constant discourses that amount to: ‘we are creating a technology that will transversally disrupt the entire white-collar workforce before ensuring a safe transition.’\”





What does it mean for my profession (design / hacker / innovator)


	Designer: Consider the psychological impact of AI on users. Your designs must prioritize human dignity, agency, and clarity to mitigate feelings of alienation and powerlessness. Design for a future with people, not replacing them.

	Hacker: The shift from attacking robust tech to targeting vulnerable humans implies an increase in social engineering and physical threats against individuals perceived as responsible for technological disruption. Understanding these motivations is crucial for anticipating new attack vectors.

	Innovator: This is a call to integrate ethical considerations and societal impact planning deeply into the innovation process. Developing groundbreaking tech without addressing its human consequences or communicating empathetically risks generating significant social friction and even violent backlash.





Fitting twitter post

AI’s rise is making us rethink ‘the weakest link.’ As tech gets tougher, humans become the target of frustration. From Luddites to Molotovs, history rhymes when disruption leaves people feeling powerless. Are we setting ourselves up for a snowball of violence? #AI #SocietalImpact #TechEthics #FutureOfWork ### It has started



Sorry to bother you on Saturday. Thought this was important to share.




I.

The first thing you learn about a loom is that it’s easy to break.

The shuttle runs along a track that warps with humidity. The heddles hang from cords that fray. The reed is a row of thin metal strips, bent by hand, that bend back just as easily. The warp beam cracks if you over-tighten it. The treadles loosen at the joints. The breast beam, the cloth roller, the ratchet and pawl, the lease sticks, the castle; the whole contraption is wood and string held together by tension. It’s a piece of ingenuity and craftsmanship, but one as delicate as the clothes it manifests out of wild plant fibers. It is, also, the foundational tool of an entire industry, textiles, that has kept its relevance to our days of heavy machinery, factories, energy facilities, and datacenters.

It is not nearly as easy to break a datacenter.

It is made of concrete and steel and copper and it’s on the bigger side. It has interchangeable servers, and biometric locks and tall electrified fences and heavily armed guards and redundancy upon redundancy: every component duplicated so that no single failure brings the whole thing down. There is no treadle to loosen or reed to bend back.

But say you managed to bypass the guards, jump the fences, open the locks, and locate all the servers. Then you’d face the algorithm. The datacenter was never your goal; the algorithm lurking inside is. It doesn’t run on that rack, or any rack for that matter. It is a digital pattern distributed across millions of chips, mirrored across continents; it could be reconstituted elsewhere, and it’s trained to addict you at a glance, like a modern Medusa.

But say you managed to elude the stare, stop the replication, and break the patterns. Then you’d face superintelligence. The algorithm was also not your goal; the vibrant, ethereal, latent superintelligence lurking inside is. Well, there’s nothing you can do here: It always “gets out of the box” and, suddenly, you are inside the box, like a chimp being played by a human with a banana. It’s just so tasty…

There’s another solution to break a datacenter: You can bomb it, like one hammers down the loom.

Some have argued that this is the way to ensure a rogue superintelligence doesn’t get out of the box. A different rogue creature took the proposal seriously: last month, Iran’s Revolutionary Guard released satellite footage of OpenAI’s Stargate campus in Abu Dhabi and promised its “ complete and utter annihilation.”

But you probably don’t have a rogue nation handy to fulfill your wishes. Maybe you will end up bombed instead and we don’t want that to happen. That’s what happens with rogue intelligences: you can’t predict them.

And yet. Two hundred years of increasingly impenetrable technology—from looms to datacenters—have not changed the first thing about the people who live alongside it. The evolution of technology is a feature of the world just as much as the permanent fragility of the human body.

And so, more and more, it is people who are the weaker link in this chain of inevitable doom. And it is people who will be targeted.



II.

April of 1812. A mill owner named William Horsfall was riding home on his beautiful white stallion back from the Cloth Hall market in Huddersfield, UK. He had spent weeks boasting that he would ride up to his saddle in Luddite blood (a precious substance that served as fuel for the mills).

A few yards later, at Crosland Moor, a man named George Mellor—twenty-two years old— shot him. It hit Horsfall in the groin, who, nominative-deterministically, fell from his horse. People gathered, reproaching him for having been the oppressor of the poor. Naturally, loyal to his principles in death as he was in life, he couldn’t hear them. He died one day later in an inn. Mellor was hanged.

History rhymes, they say.

April of 2026. A datacenter owner named Samuel Altman was driving home on his beautiful white Koenigsegg Regera back from Market Street in San Francisco, US. He had spent weeks boasting that he would scrap and steal our blog posts (a precious substance that serves as fuel for the datacenters).

A few hours later, at Russian Hill, a man named Daniel Alejandro Moreno-Gama—twenty years old— allegedly threw a Molotov cocktail at his house. He hit an exterior gate. Altman and his family were asleep, but they’re fine. Moreno-Gama is in custody.

This kind of violence must be condemned. This is not the way. It’s horrible that it is happening at all. And yet, for some reason, it keeps happening.

Last week, the house of Ron Gibson, a councilman from Indianapolis, was shot at thirteen times. The bullet holes are still there. The shooter left a message on his doorstep: “NO DATA CENTERS.” Gibson supports a datacenter project in the Martindale-Brightwood neighborhood. He and his son were unharmed.

In November 2025, a 27-year-old anti-AI activist threatened to murder people at OpenAI’s SF offices, prompting a lockdown. He had expressed a desire to buy weapons.

Increasingly, as the objects of people’s anger and frustration and desperation become unreachable behind fences and guards, or abstracted away in ones and zeros, or elevated above the clouds, the mob will turn their unassailable emotions toward human targets.

I don’t want to trivialize the grievances of the people who fear for their futures. I don’t want to defend Altman’s decisions. But this is not the way. This is how things devolve into chaos.

And I wonder: how desperate can people be before these isolated events become a snowball of violence that will be resisted by neither datacenters nor rich people’s houses?



III.

Every time I hear from Amodei or Altman that I could lose my job, I don’t think “oh, ok, then allow me pay you $20/month so that I can adapt to these uncertain times that have fallen upon my destiny by chance.” I think: “ you, for fuck’s sake, you are doing this.” And I consider myself a pretty levelheaded guy, so imagine what not-so-levelheaded people think.

There’s a lot of friction to escalating violence, but that friction dissolves the moment this sentiment starts to be common. Normally, it just fades away anyway, but there’s one scenario where I see it inevitably escalating:

If people feel that they have no place in the future.

If they feel expelled from the system—they’re unable to buy stuff, their skills become obsolete, their chance at earning a living is replaced by a swarm of AI agents, they think we are truly going to die (so far, the violence has been tied mostly to safety AI movements)—then they will feel they have nothing to lose.

And then, and I’m sorry to be so blunt, then it’s die or kill.

Perhaps the most serious mistake that the AI industry made after creating a technology that will transversally disrupt the entire white-collar workforce before ensuring a safe transition, was making it explicit by doing constant discourses that amount to: “we are creating a technology that will transversally disrupt the entire white-collar workforce before ensuring a safe transition.”

And, to top it off, they add “careful down there.”

The difference between AI and, say, looms, is that this has been broadcast to the entire globe, and it has been treated in a sort of self-conscious way. The AI leaders know the problems that will emerge and so they cannot help but talk about them constantly and so they are letting us know, which makes them look like psychopaths. How do you guys think people will react to this? You should be much less self-conscious and much more self-aware: realize what you sound like!

(No piece of journalism, much less one that leans forensic rather than sensationalist, could do a better job against them than their own words. These guys lack basic self-awareness. For what it’s worth, the New Yorker piece I’m referring to, which Altman also referred to in his blog post, made me see him more as a flawed human rather than a sociopathic strategist. My sympathy for him will probably never be very high, but it grew after reading it.)

People hate AI so much that they are prone to attribute to it everything that’s going wrong in their lives, regardless of the truth. That’s why they mix real arguments, like data theft, with fake ones, like the water stuff. Employers do it, too. Most layoffs are not caused by AI, but it’s the perfect excuse to do something that’s otherwise socially reprehensible.

AI has become the perfect scapegoat. It doesn’t help that the entire AI industry has decided that throwing rocks at its own roof is its best selling point: If AI is so powerful and so dangerous and soon to be so ubiquitous, then what is so unexpected about people blaming everything on it?

Nothing that Altman could say justifies violence against him. This is an undeniable truth. But unfortunately, violence might still ensue. I hope not, but I guess we are seeing what appears to be the first cases.

I just hope that, contrary to the cases of ChatGPT-induced psychosis, chatbot addiction, AI-blamed job layoffs, and a growing trend of illiteracy, it stops.
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summary (100-150 words ## explain me like i’m five)

Imagine Google, who’s like your super-friendly big brother holding all your secrets, promised he’d always give you a heads-up if someone (like the police) asked for your diary. Well, this guy, Amandla, went to a protest for a few minutes. Then, immigration authorities asked Google for his info – where he lived, when he was online, all that jazz. Google, instead of telling Amandla first so he could say ‘no,’ just handed it all over! They completely broke their promise. Now, privacy groups are mad, saying Google’s being deceptive because they didn’t even follow their own rules, putting people’s privacy at risk, especially those speaking out against injustice.


fun standup comedy set on the topic (sell it to me, make fun of it)

Alright, alright, settle down folks! You know, Google, bless their data-collecting hearts, made a little oopsie. They promised they’d tell you before handing over your digital diary to, say, the government. Like a secret handshake, right? ‘Psst, Bob, Uncle Sam’s asking about your cat videos!’ But then, this guy, Amandla, goes to a protest – for five minutes! Less time than it takes to scroll through TikTok. He leaves the country, thinking he’s free, right? Nope! Google gets a ‘request’ from ICE. Not even a proper court order! And what does Google do? Poof! Your data’s gone! No notification! It’s like Google got scared and just threw your diary over the fence! So much for ‘Don’t be evil,’ more like ‘Don’t be surprised when we’re slightly evil behind your back.’ I mean, at least offer a loyalty discount on my next data breach, Google! Come on!


	most striking interesting quotes (1-3)


	\“Google had already disclosed my data without telling me. There was no opportunity to contest it.\”


	\“Google promises that it will notify users before their data is handed over in response to legal processes… In my case, that safeguard was bypassed.\”


	\“Even without message content, the picture that emerges is intimate and invasive.\”


	what does it mean for my profession (design / hacker / innovator)


	Designer: This highlights the critical importance of transparent user interfaces and clear communication regarding data privacy policies. Design needs to build trust and empower users, not create dark patterns that obscure data sharing. How can we design systems that genuinely inform and allow user control, rather than just legally covering bases?


	Hacker: This underscores the vulnerability of even seemingly secure digital footprints. It’s a reminder that infrastructure (like Google’s promise) can be a point of failure, and data aggregation, even seemingly innocuous metadata, creates potent surveillance profiles. It pushes for more robust, decentralized, and end-to-end encrypted solutions.


	Innovator: This calls for innovation in privacy-preserving technologies and business models. How can we build services that inherently collect less data, or give users absolute control, moving beyond the current \“trust us\” model? It’s an opportunity to create alternatives that prioritize user autonomy and resistance to state/corporate overreach.


	fitting twitter post (use the same generic tags as above) Google broke its promise, handing over a student’s data to ICE without warning! A critical reminder that our digital footprints are powerful & tech giants’ promises can be fragile. #PrivacyRights #DigitalSurveillance #EFF #TechPolicy #DataPrivacy 




DEEPLINKS BLOG
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In September 2024, Amandla Thomas-Johnson was a Ph.D. candidate studying in the U.S. on a student visa when he briefly attended a pro-Palestinian protest. In April 2025, Immigration and Customs Enforcement (ICE) sent Google an administrative subpoena requesting his data. The next month, Google gave Thomas-Johnson’s information to ICE without giving him the chance to challenge the subpoena, breaking a nearly decade-long promise to notify users before handing their data to law enforcement.

Google names a handful of exceptions to this promise (such as if Google receives a gag order from a court) that do not apply to Thomas-Johnson’s case. While ICE “requested” that Google not notify Thomas-Johnson, the request was not enforceable or mandated by a court. Today, the Electronic Frontier Foundation sent complaints to the California and New York Attorneys General asking them to investigate Google for deceptive trade practices for breaking that promise. You can read about the complaints here. Below is Thomas-Johnson’s account of his ordeal.


Out of touch but not out of reach

I thought my ordeal with U.S. immigration authorities was over a year ago, when I left the country, crossing into Canada at Niagara Falls.
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By that point, the Trump administration had effectively turned federal power against international students like me. After I attended a pro-Palestine protest at Cornell University—for all of five minutes—the administration’s rhetoric about cracking down on students protesting what we saw as genocide forced me into hiding for three months. Federal agents came to my home looking for me. A friend was detained at an airport in Tampa and interrogated about my whereabouts.

I’m currently a Ph.D. student. Before that, I was a reporter. I’m a dual British and Trinadad and Tobago citizen. I have not been accused of any crime.

I believed that once I left U.S. territory, I had also left the reach of its authorities. I was wrong.



The email

Weeks later, in Geneva, Switzerland, I received what looked like a routine email from Google. It informed me that the company had already handed over my account data to the Department of Homeland Security.

At first, I wasn’t alarmed. I had seen something similar before. An associate of mine, Momodou Taal, had received advance notice from Google and Facebook that his data had been requested. He was given advanced notice of the subpoenas, and law enforcement eventually withdrew them before the companies turned over his data.

Google had already disclosed my data without telling me.

I assumed I would be given the same opportunity. But the language in my email was different. It was final: “Google has received and responded to legal process from a law enforcement authority compelling the release of information related to your Google Account.”

Google had already disclosed my data without telling me. There was no opportunity to contest it.



Google’s broken promise

To be clear, this should not have happened this way. Google promises that it will notify users before their data is handed over in response to legal processes, including administrative subpoenas. That notice is meant to provide a chance to challenge the request. In my case, that safeguard was bypassed. My data was handed over without warning—at the request of an administration targeting students engaged in protected political speech.

Months later, my lawyer at the Electronic Frontier Foundation obtained the subpoena itself. On paper, the request focused largely on subscriber information: IP addresses, physical address, other identifiers, and session times and durations.

But taken together, these fragments form something far more powerful—a detailed surveillance profile. IP logs can be used to approximate location. Physical addresses show where you sleep. Session times would show when you were communicating with friends or family. Even without message content, the picture that emerges is intimate and invasive.



State power meets private data

What this experience has made clear is that anyone can be targeted by law enforcement. And with their massive stores of data, technology companies can facilitate those arbitrary investigations. Together, they can combine state power, corporate data, and algorithmic inference in ways that are difficult to see—and even harder to challenge.

The consequences of what happened to me are not abstract. I left the United States. But I do not feel that I have left its reach. Being investigated by the federal government is intimidating. Questions run through your head. Am I now a marked individual? Will I face heightened scrutiny if I continue my reporting? Can I travel safely to see family in the Caribbean?

Who, exactly, can I hold accountable?

Update: This post has been updated to include more information about Google’s exceptions to their notification policy, none of which applied to the subpoena targeting Thomas-Johnson.
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Summary (Explain me like I’m five)

Imagine building a super cool online game or app. Instead of asking for tons of money from rich investors (VCs) and spending it all on giant, complicated computer setups that cost a fortune, this article says \“Nah, you don’t need all that!\” It’s like building a fast, sleek go-kart instead of a huge, fancy monster truck. You use a tiny, cheap computer server, write your code in a super-fast language like Go, and even make your own AI do smart work at home for free using your gaming graphics card. For tricky AI stuff, you use one smart service that lets you pick the best brainy computer for the job without jumping through hoops. And for storing all your game’s info, you use a simple file on your computer, like a smart diary, instead of a massive, expensive library. This way, your project costs almost nothing, so you can build awesome things without stress or running out of \“play money.\”



Fun Standup Comedy Set

\“Alright, alright, settle down you bootstrapped legends! I just got rejected from another pitch night. The VCs took one look at my product, saw the MRR, the actual users, and their eyes glazed over. Then came the dreaded question: ‘What do you even need funding for?’\”

\“I swear, these VCs live in a different dimension. A dimension where you must light money on fire to prove you’re serious. My philosophy? ‘Keeping costs near zero gives you the exact same runway as getting a million dollars in funding with a massive burn rate.’ It’s like, I found a cheat code, and they think I’m playing the wrong game!\”

\“They want you spinning up AWS, EKS, RDS, NAT Gateways… I just want a cheap VPS. For $5 a month, I get a box that ‘will comfortably handle 10,000s of requests per second on a potato.’ A potato, people! My architecture is so simple, I know exactly where the logs are, exactly why it crashed, and exactly how to restart it. It’s like having one pet rock instead of a whole zoo of exotic, expensive creatures.\”

\“And AI? They’re paying hundreds for API calls. Me? I’m running VLLM on a dusty $900 graphics card I bought off Facebook Marketplace. Unlimited AI credits, baby! While they’re sweating token counts, I’m generating insights like a digital alchemist, fueled by stale coffee and the hum of my GPU.\”

\“So, next time a VC asks ‘What do you even need funding for?’ I’ll just tell them, ‘To buy more potatoes for my server, obviously! And maybe an even dustier graphics card!’\”



Most Striking Interesting Quotes


	\“What do you even need funding for?\”

	\“Keeping costs near zero gives you the exact same runway as getting a million dollars in funding with a massive burn rate.\”

	\“This will comfortably handle 10,000s of requests per second on a potato.\”





What Does It Mean for My Profession


	For the Designer: This philosophy frees you from the constraints of bloated, \“enterprise-grade\” interfaces and allows a focus on core user experience rather than complex system interactions. You can design with simplicity and efficiency in mind, knowing the underlying tech is robust yet minimal. It encourages creativity within resource constraints, potentially leading to more elegant and intuitive solutions.

	For the Hacker: This is your natural habitat. It champions a pragmatic, hands-on approach to problem-solving, favoring raw efficiency and understanding over abstract frameworks. It encourages deep dives into system architecture, language performance, and local resource optimization (like GPU for AI), turning every technical challenge into an opportunity for elegant, cost-effective solutions. It’s about being a craftsman of code and systems.

	For the Innovator: This approach provides an unparalleled sandbox. Infinite runway means you have the time and freedom to truly iterate, experiment, and find genuine product-market fit without external pressures. It allows you to pivot quickly, test radical ideas at minimal cost, and build genuinely novel solutions that aren’t dictated by the need to justify massive infrastructure investments. Innovation becomes about solving user problems, not scaling a tech stack.





Fitting Twitter Post

Tired of VCs asking ‘What do you even need funding for?’ 😅 This article nails the art of running lean: $5 VPS, Go, local AI on a potato GPU, & SQLite. Infinite runway to build amazing products without the burn rate pressure. #Bootstrapping #LeanArchitecture #Startups #AI #Tech Last night, I was rejected from yet another pitch night. It was just the pre-interview, and the problem wasn’t my product. I already have MRR. I already have users who depend on it every day.

The feedback was simply: “What do you even need funding for?”

I hear this time and time again when I try to grow my ideas. Running lean is in my DNA. I’ve built tools you might have used, like websequencediagrams.com, and niche products you probably haven’t, like eh-trade.ca. That obsession with efficiency leads to successful bootstrapping, and honestly, a lot of VCs hate that.

Keeping costs near zero gives you the exact same runway as getting a million dollars in funding with a massive burn rate. It’s less stressful, it keeps your architecture incredibly simple, and it gives you adequate time to find product-market fit without the pressure of a board breathing down your neck.

If you are tired of the modern “Enterprise” boilerplate, here is the exact playbook of how I build my companies to run on nearly nothing.



Use a lean server

The naive way to launch a web app in 2026 is to fire up AWS, provision an EKS cluster, set up an RDS instance, configure a NAT Gateway, and accidentally spend $300 a month before a single user has even looked at your landing page.

The smart way is to rent a single Virtual Private Server (VPS).

First thing I do is get a cheap, reliable box. Forget AWS. You aren’t going to need it, and their control panel is a labyrinth designed to extract billing upgrades. I use Linode or DigitalOcean. Pay no more than $5 to $10 a month.

1GB of RAM sounds terrifying to modern web developers, but it is plenty if you know what you are doing. If you need a little breathing room, just use a swapfile.
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The goal is to serve requests, not to maintain infrastructure. When you have one server, you know exactly where the logs are, exactly why it crashed, and exactly how to restart it.



Use a lean language

Now you have constraints. You only have a gigabyte of memory. You could run Python or Ruby as your main backend language—but why would you? You’ll spend half your RAM just booting the interpreter and managing gunicorn workers.

I write my backends in Go.

Go is infinitely more performant for web tasks, it’s strictly typed, and—crucially for 2026—it is incredibly easy for LLMs to reason about. But the real magic of Go is the deployment process. There is no pip install dependency hell. There is no virtual environment. You compile your entire application into a single, statically linked binary on your laptop, scp it to your $5 server, and run it.

Here is what a complete, production-ready web server looks like in Go. No bloated frameworks required:

package main

import (
    "fmt"
    "net/http"
)

func main() {
    http.HandleFunc("/", func(w http.ResponseWriter, r *http.Request) {
        fmt.Fprintf(w, "Hello, your MRR is safe here.")
    })
    
    // This will comfortably handle 10,000s of requests per second
    // on a potato.
    http.ListenAndServe(":8080", nil) 
}



Use Local AI for long-running tasks

If you have a graphics card sitting somewhere in your house, you already have unlimited AI credits.

When I was building eh-trade.ca, I had a specific problem: I needed to perform deep, qualitative stock market research on thousands of companies, summarizing massive quarterly reports. The naive solution is to throw all of this at the OpenAI API. I could have paid hundreds of dollars in API credits, only to find a logic bug in my prompt loop that required me to run the whole batch over again.

Instead, I’m running VLLM on a dusty $900 graphics card (an RTX 3090 with 24GB of VRAM) I bought off Facebook Marketplace. It’s an upfront investment, sure, but I never have to pay a toll to an AI provider for batch processing again.

For local AI, you have a distinct upgrade path:


	Start with Ollama. It sets up in one command (ollama run qwen3:32b) and lets you try out dozens of models instantly. It’s the perfect environment for iterating on prompts.

	Move to VLLM for production. Once you have a system that works, Ollama becomes a bottleneck for concurrent requests. VLLM locks your GPU to one model, but it is drastically faster because it uses PagedAttention. Structure your system so you send 8 or 16 async requests simultaneously. VLLM will batch them together in the GPU memory, and all 16 will finish in roughly the same time it takes to process one.

	Use Transformer Lab for anything more advanced. If you need to do any model pre-training or fine-tuning, Transformer Lab makes it easy on local hardware.



To manage all this, I built laconic, an agentic researcher specifically optimized for running in a constrained 8K context window. It manages the LLM context like an operating system’s virtual memory manager—it “pages out” the irrelevant baggage of a conversation, keeping only the absolute most critical facts in the active LLM context window.

I also use llmhub, which abstracts any LLM into a simple provider/endpoint/apikey combo, gracefully handling both text and image IO whether the model is running under my desk or in the cloud.



Use OpenRouter for your Fast/Smart LLM

You can’t do everything locally. Sometimes you need the absolute cutting-edge reasoning of Claude or ChatGPT for user-facing, low-latency chat interactions.

Instead of juggling billing accounts, API keys, and rate limits for Anthropic, Google, and OpenAI, I just use OpenRouter. You write one OpenAI-compatible integration in your code, and you instantly get access to every major frontier model.

More importantly, it allows for seamless fallback routing. If Anthropic’s API goes down on a Tuesday afternoon (which happens), my app automatically falls back to an equivalent OpenAI model. My users never see an error screen, and I don’t have to write complex retry logic.



Use Copilot instead of hyped AI IDEs

New, insanely expensive models are being released every week. I constantly hear about developers dropping hundreds of dollars a month on Cursor subscriptions and Anthropic API keys just to have an AI write their boilerplate.

Meanwhile, I’m using Claude Opus 4.6 all day and my bill barely touches $60 a month. My secret? I exploit Microsoft’s pricing model.

I bought a GitHub Copilot subscription in 2023, plugged it into standard VS Code, and never left. I tried Cursor and the other fancy forks when they briefly surpassed it with agentic coding, but Copilot Chat always catches up.

Here is the trick that you might have missed: somehow, Microsoft is able to charge per request, not per token. And a “request” is simply what I type into the chat box. Even if the agent spends the next 30 minutes chewing through my entire codebase, mapping dependencies, and changing hundreds of files, I still pay roughly $0.04.

The optimal strategy is simple: write brutally detailed prompts with strict success criteria (which is best practice anyway), tell the agent to “keep going until all errors are fixed,” hit enter, and go make a coffee while Satya Nadella subsidizes your compute costs.



Use SQLite for everything

I always start a new venture using sqlite3 as the main database. Hear me out, this is not as insane as you think.

The enterprise mindset dictates that you need an out-of-process database server. But the truth is, a local SQLite file communicating over the C-interface or memory is orders of magnitude faster than making a TCP network hop to a remote Postgres server.

“But what about concurrency?” you ask. Many people think SQLite locks the whole database on every write. They are wrong. You just need to turn on Write-Ahead Logging (WAL). Execute this pragma once when you open the database:

PRAGMA journal_mode=WAL;
PRAGMA synchronous=NORMAL;

Boom. Readers no longer block writers. Writers no longer block readers. You can now easily handle thousands of concurrent users off a single .db file on an NVMe drive.

Since implementing user authentication is usually the most annoying part of starting a new SQLite-based project, I built a library: smhanov/auth. It integrates directly with whatever database you are using and manages user signups, sessions, and password resets. It even lets users sign in with Google, Facebook, X, or their own company-specific SAML provider. No bloated dependencies, just simple, auditable code.



Conclusion

The tech industry wants you to believe that building a real business requires complex orchestration, massive monthly AWS bills, and millions in venture capital.

It doesn’t.

By utilizing a single VPS, statically compiled binaries, local GPU hardware for batch AI tasks, and the raw speed of SQLite, you can bootstrap a highly scalable startup that costs less than the price of a few coffees a month. You add infinite runway to your project, giving yourself the time to actually solve your users’ problems instead of sweating your burn rate.

If you are interested in running lean, check out my auth library and agent implementations on my GitHub. I’ll be hanging around the comments—let me know how you keep your server costs down, or tell me why I’m completely wrong.
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Summary (explain me like i’m five)

Imagine your boss used to really need you, like needing a toy they couldn’t live without. But now, it’s like they have too many toys, and they’re starting to put some away. If they try to put you away (fire you), you can go to a special grown-up judge. This judge tries to help you and your boss find a way to agree, often by giving you some money to help you until you find a new toy-box (job). It’s getting much harder to find new toy-boxes now, and the judges are super busy!



Fun Standup Comedy Set

(Adjusts mic, squints at the ‘Arbeitsgericht’ sign)

Folks, I just spent three days at the Frankfurt Labor Court. And let me tell you, it’s not what you think. It’s less Law & Order and more ‘Are You Kidding Me?’

First up, we had a warehouse guy, 112 sick days in eight months. The judge asks him, \“So, why so many sick days?\” Guy says, \“My dad had cancer, and I had a bad neck.\” The judge, straight-faced, says, \“I don’t need to understand, I just need to value.\” I mean, can you imagine? My wife says that to me every time I explain why I bought another gadget! \“I don’t need to understand, I just need to value your credit card statement!\”

Then there’s this dude, jogging while sick! His lawyer says, \“His doctor said moving helps his dislocated vertebra!\” And he was writing job applications on his work laptop. The company’s like, \“Gasp!\” His lawyer’s like, \“It wasn’t forbidden!\” I’m telling you, the only thing forbidden on my work laptop is the truth about how much time I spend on Netflix!

And the good references they negotiate? They’re so good, the vice president of the court says people don’t even want outstanding ones anymore! They want \“very good to good\” so it doesn’t look like it was forced by the court. It’s like, \“Yeah, he was a solid C+ employee, but a top-tier litigant!\” You know it’s a crisis when your LinkedIn endorsements are more trustworthy than your actual job review!

And finally, a CEO posting a screenshot on LinkedIn of an employee getting frisky with his girlfriend in the store! In front of customers! Then deleting it, but the screenshot still circulates! That’s not HR, that’s viral marketing for bad decisions! Maybe instead of firing people, they should just get AI to meme them out of a job. Less court fees, more internet points! Good night, everybody!



Most Striking Interesting Quotes


	\“Ich muss ja nichts verstehen, ich muss nur werten.\” (The judge on his role in assessing a case.)

	\“Es war schon mal einfacher als Texter. Viele Kunden denken, sie können das mit der KI auch selber lösen. Aber KI habe eben meistens keine guten Ideen.\” (A copywriter on the impact of AI on his profession.)

	\“Man würde gern ohne Kündigungen durchs Leben kommen, das ist so.\” (A company’s lawyer, acknowledging the difficult reality of the economic situation.)





What does it mean for my profession (design / hacker / innovator)

This article paints a stark picture of a shifting job market, heavily influenced by economic downturns and the rise of AI. For designers, hackers, and innovators, this means:


	Adaptability is Key: The days of stable, predictable career paths are dwindling. You must be agile, constantly learning new tools (especially AI-related ones) and methodologies.

	Focus on Unique Human Skills: The copywriter’s quote about AI lacking \“good ideas\” is crucial. Designers need to lean into creativity, empathy, strategic thinking, and complex problem-solving that AI cannot replicate. Hackers must focus on the intricate, ever-evolving landscape of security threats that require human ingenuity. Innovators need to identify genuinely novel problems and solutions, not just incremental improvements easily automated by AI.

	Resilience and Networking: Job security is less guaranteed. Building a strong professional network, continuously demonstrating value, and understanding labor laws (even for contract work) becomes more important. For innovators, this means finding new markets and business models where human creativity is indispensable.

	Embrace AI as a Tool, Not a Replacement: AI can automate repetitive tasks, freeing up designers for higher-level strategic work, assisting hackers in identifying patterns, and enabling innovators to process vast amounts of data. The key is to integrate AI into your workflow to augment your capabilities, not to fear it as an existential threat.





Fitting Twitter Post

Job market crunch! 📉 German labor courts are swamped as companies cut jobs & AI shakes up industries like advertising. More layoffs, tougher negotiations, and judges facing a wave of disputes. Time to adapt, innovate, & know your rights! #JobMarket #AI #LaborLaw #FutureOfWork
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Vor dem Arbeitsgericht Frankfurt zeigt sich, wie sehr die Krise schon den Arbeitsmarkt erfasst hat. Und was sich nach einer Kündigung mit einem Anwalt noch machen lässt.

Von Simon Langemann
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So lasse ich mich nicht rausschmeißen! – Seite 1

Arbeitsgericht Frankfurt, Kammer 14, ein Mittwoch im März. Der erste Fall am Morgen: ein Lagerist, der sich gegen seine Kündigung wehrt. Er hat einen Anwalt dabei, am Tisch daneben sitzt eine Juristin des Logistikunternehmens Schenker AG, seines früheren Arbeitgebers. Sie trägt vor, wie häufig der Kläger krank war.

2022: neun Tage.

2023: 27 Tage.

2024: 123 Tage.

Am 29. August 2025 waren es schon 112 Tage, als ihm das Unternehmen kündigte. Zu Recht? Darüber soll jetzt die Kammer entscheiden, ein Vorsitzender, zwei Ehrenamtler. Oder auch nicht. Die meisten Verfahren am Arbeitsgericht enden mit einem Vergleich.

Der Anwalt des Klägers sagt, sein Mandant fordere eine Abfindung von 12.000 Euro.

Die Anwältin von Schenker sagt, sie könnten nur die Hälfte zahlen.

Der Kläger, ein Rumäne, vielleicht Mitte 30, erklärt dem Richter, sein Vater habe Krebs, er habe sich um die Familie kümmern müssen. Und er selbst habe Probleme mit einem Halswirbel gehabt. “Verstehen Sie?”

Der Richter: “Ich muss ja nichts verstehen, ich muss nur werten.”

Und das immer häufiger – denn in Deutschland wird Menschen immer öfter gekündigt. Nach Jahren des Arbeitskräftemangels bauen Unternehmen jetzt Stellen ab, die Arbeitslosigkeit ist so hoch wie lange nicht, die Zahl der Stellenausschreibungen ist eingebrochen.

Allein am Arbeitsgericht Frankfurt ist die Zahl sogenannter Bestandsstreitigkeiten, in denen es fast immer um Kündigungen geht, innerhalb eines Jahres um fast 25 Prozent angewachsen: von etwa 5.000 Verfahren 2024 auf 6.200 Verfahren im Folgejahr.

Die ZEIT hat in allen Bundesländern nach der Entwicklung an den Arbeitsgerichten gefragt. Nicht überall hatten die Ministerien eine aktuelle Statistik parat, aber unter jenen, die Zahlen geschickt haben, ist der Trend fast ausnahmslos drastisch: In Berlin stieg die Zahl der Kündigungsschutzklagen von 2024 auf 2025 um 20 Prozent. Bayern meldet ein Plus von 15,7 Prozent, in Thüringen sind es 21 Prozent, in Hessen 15,8.



Joggen trotz Krankschreibung

Das sind abstrakte Zahlen, Nummern, Prozente, hinter denen Menschen stehen. KI-Opfer. Fummelnde Filialleiter. Lageristen mit 112 Krankheitstagen binnen acht Monaten. Man erfährt eine Menge über solche Menschen und über andere, zum Beispiel über ihre Chefs, wenn man drei Tage im Arbeitsgericht Frankfurt verbringt, vier Stockwerke, 29 Kammern. Man lernt auch, was diese Menschen in der Krise noch zusammenhält – oder eben nicht mehr.

Im Saal verfolgt eine Schulklasse den Streit des Lageristen mit der Schenker AG. “Der hat schon oft gefehlt”, sagt eine Schülerin, “und dann dafür 12.000 zu wollen, ist heftig.” Eine andere: “Seine Begründung war schon traurig”, sie zeigt auf die Anwältin von Schenker, “aber dafür können die ja nichts.”

Der Richter schlägt einen Kompromiss vor: 9.750 Euro. Der Kläger ist einverstanden. Aber die Schenker-Justiziarin bleibt hart. “6.000, und dabei bleibt’s.” Schließlich sei das Verfahren womöglich ein Präzedenzfall. So gehen sie auseinander, ohne Einigung. Die Kammer wird entscheiden müssen, ob die Kündigung wirksam ist.

Ja, es habe sich etwas verändert, sagt der Anwalt des Lageristen auf dem Flur: In den Jahren nach Corona hätten seine Mandanten oft längst neue Jobs gehabt, als sie vor Gericht erschienen. Heute sei das anders: Die meisten fänden so schnell keine neue Stelle. Auch sein rumänischer Mandant ist derzeit arbeitslos.

Im zweiten Stockwerk, vorm Saal der zweiten Kammer, erzählt ein anderer Anwalt, bevor es losgeht, dass ihm die Krise vor allem an einem Punkt begegne: bei der Bereitschaft der Unternehmen, Abfindungen zu zahlen. Die lasse spürbar nach.

Drinnen geht es erst mal um etwas anderes. Um eine Jogging-Strecke seines Mandanten, die der mit einer App aufgezeichnet hat. Trotz Krankschreibung. Nachlesbar auf seinem Arbeitslaptop, auf dem er außerdem Bewerbungen für andere Firmen schrieb. Das jedenfalls wirft ihm die Werbeagentur vor, sein ehemaliger Arbeitgeber. In einem Mitarbeitergespräch habe der Mann zudem kundgetan, dass er “krankgemacht” habe, weil er viel Wert auf Freizeit lege. Fristlose Kündigung, verhaltensbedingt.

Der Kläger ist nicht da, sein Anwalt widerspricht. Erstens: Sein Mandant habe sich zu jener Zeit einen Wirbel ausgerenkt. “Er hat seinen Arzt gefragt: ‘Wie ist das, kann ich mich bewegen, kann ich Sport machen?’ Er ist ein Läufer. Dann hat der Arzt gesagt, es tue sogar gut, wenn er sich bewegt.” Zweitens: “Es mag ein bisschen merkwürdig erscheinen, dass er da Bewerbungen schreibt, aber die private Nutzung war nicht verboten.” Zumal sein Arbeitsvertrag befristet gewesen sei. Das Zitat? Sei falsch interpretiert worden. Sein Mandant habe beklagt, dass ihn die lange Pendlerstrecke belaste. Weil sie ihn Freizeit koste.



Aus der fristlosen Kündigung wird eine ordentliche

Fünf Minuten, dann sind die Parteien sich einig: Aus der fristlosen wird im Vergleich eine ordentliche Kündigung, wodurch die Sperre beim Arbeitslosengeld wegfällt. Die Firma hält die Vorwürfe nicht aufrecht und schreibt ein gutes Arbeitszeugnis mit den Formulierungen “stets zu unserer vollen Zufriedenheit” und “stets einwandfrei”. Man wird sich in den Tagen am Arbeitsgericht häufig fragen, was das eigentlich noch wert ist, ein gutes Arbeitszeugnis.

Die Richterin spricht den Text in ihr Diktiergerät, spielt ihn über den knarzenden Lautsprecher ab. Die Anwälte nicken, Fall erledigt.

Ein paar Stunden später am Tag, wieder Kammer 14, wieder eine Werbeagentur. Hier ist sie nun – die Krise. Eine betriebsbedingte Kündigung.

Der Anwalt des Unternehmens erzählt von einem Einbruch der Aufträge. Die Werbebranche leide unter der KI, sagt er, und darunter, dass Kunden jetzt eher kurze Social-Media-Posts wollten, keine hochwertigen Videos mehr. Die Agentur habe zudem vor allem Kunden aus der Automobilindustrie. Die spare in der Krise als Erstes an der Werbung.



Zunahme an Rechsstreits um Kündigungen
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+15,8

+20,0

+11,7

+15,1

Prozent

in Baden-Württemberg

Prozent

in Hessen

Prozent

in Berlin

Prozent

in Hamburg

©ZEIT-GRAFIK/Quelle: Justizministerien der Bundesländer

Auf der Gegenseite ein Werbetexter, in Strickpulli und weiter Jeans. Der Kläger wisse, sagt sein Anwalt, dass die Agentur sogar Freelancer buche, “weil sie absaufen” vor lauter Arbeit. Das widerlege doch, dass es nicht mehr genug zu tun für ihn gebe.

Der Geschäftsführer der Agentur: “Freelancer werden nur eingesetzt für kurzfristige Arbeitsspitzen.”

Der Vorsitzende hält ein dickes weißes Taschenbuch mit der Aufschrift “Arbeitsgesetze” in seiner Hand, stützt sein Gesicht darauf und blickt zwischen den beiden Parteien hin und her.

Der Kläger wolle weiterbeschäftigt werden, sagt sein Anwalt.

“Und wir hätten gern mehr Aufträge”, sagt der Anwalt des Unternehmens. “Man würde gern ohne Kündigungen durchs Leben kommen, das ist so.” Aber dann solle er mal der Autobranche sagen, dass sie mehr bestellen solle.

Der Werbetexter will bis Ende Juni bleiben, freigestellt, bei vollem Gehalt. Arbeitgeberanwalt und Geschäftsführer tippen in ihre Taschenrechner. 6.250 Euro mal sechs Monate mal 1,19, der Faktor für das Arbeitgeberbrutto. Macht 45.000 Euro. “Das ist leider zu viel”, sagt der Geschäftsführer. Sie ziehen sich vor die Tür zurück. Und präsentieren einen neuen Trumpf: Sollte die Kündigung unwirksam sein, werde man den Kläger nach München versetzen. Er müsse dort dann in Präsenz arbeiten.



Vergleichen lohnt sich

Aber so leicht ist es eben auch in der Krise nicht für Unternehmen. Eine gute Stunde später steht der Kläger vor dem Gericht und setzt sich seine Sonnenbrille auf. Und, zufrieden? “Ja, doch. Eigentlich schon.” Er ist beharrlich gewesen. Bleibt jetzt bis Ende Juni für 5.800 Euro im Monat angestellt. Und freigestellt. Ist er optimistisch, bald wieder etwas zu finden? “Es war schon mal einfacher als Texter”, sagt er. “Viele Kunden denken, sie können das mit der KI auch selber lösen.” Aber KI habe eben meistens keine guten Ideen. Es werde sich schon was ergeben.

An den Gerichten schlagen sich in aller Regel nicht die großen Entlassungswellen nieder. Wollen Konzerne Tausende Stellen abbauen, setzen sie meist darauf, dass die Mitarbeiter freiwillig gehen, wenn sie ihnen genug Abfindung anbieten. Die Krise erreicht das Gericht eher in Gestalt vieler Einzelfälle.

Zum Beispiel in Frankfurt, Kammer 21, dritter Tag, 10.20 Uhr, bei einem IT-Dienstleister, der “verkauft und saniert” wurde, wie seine Anwältin es ausdrückt. “Die Prognose für 2025 war, dass es dann wieder gut geht. Dann hat man etwa im Herbst 2024 gesehen, dass das doch nicht der Fall ist.” Also habe es 129 weitere Entlassungen gegeben. Auch der Head of New Business musste gehen, wogegen er sich jetzt wehrt.

Oder kurz darauf in der Kammer 27. Es geht um ein Familienunternehmen für “industrielle Netzwerktechnik” und seinen Head of Business Development. Wie der Titel schon sagt: Er sei geholt worden, um neue Umsatzquellen zu schaffen, erzählt der Anwalt des Unternehmens. “Man hat dann im Laufe der Zeit festgestellt, auch beschleunigt durch die wirtschaftliche Gesamtsituation und Umsatzprobleme, dass das so nicht funktioniert.”

Oder in der Kammer 25. Ein Autozulieferer will seinen Angestellten das Urlaubs- und Weihnachtsgeld streichen. Wegen der miesen Auftragslage. Der Betriebsrat hat das akzeptiert. Und eine von mehreren Dutzend Angestellten bestreitet hier, dass das zulässig war.

Wer am Arbeitsgericht einen Vergleich eingeht, zahlt keine Gerichtskosten, egal, wie lang die Verhandlungen dauern. Das solle ein Anreiz sein, sich zu einigen, sagt Silke Kohlschitter, die Vizepräsidentin des Gerichts. 2025 gelang das in Frankfurt laut Statistik in zwei Dritteln aller Fälle. Nur 12 Prozent endeten mit einem Urteil.

Kohlschitter sagt, ein Vergleich komme häufig dann nicht zustande, wenn auf der einen Seite ein Arbeitgeber wirtschaftlich nicht in der Lage sei, eine ausreichend kompensierende Abfindung zu zahlen, und auf der anderen Seite ein Arbeitnehmer wegen seiner biografischen Daten existenziell auf den Arbeitsplatz angewiesen sei. Oft scheitere ein Vergleich auch, wenn Selbst- und Fremdwahrnehmung zu stark auseinanderliefen, man “keinen gemeinsamen Blick auf das Arbeitsverhältnis” finde.



Schmerzensgeld für den Filialleiter

Und was hat es mit den Formulierungen für die Zeugnisse auf sich, die man hier ständig hört? Das sei eben die Wortwahl, die sich durch die Rechtsprechung so eingebürgert habe. “Viele wollen inzwischen kein herausragendes Zeugnis mehr, sondern ein sehr gutes bis gutes”, sagt Kohlschitter, “weil es sonst so wirken könnte, als wäre es vom Arbeitsgericht vermittelt.”

Kammer 26, zweiter Tag, Donnerstagfrüh: Es erscheint kein Kläger und keine Beklagte. Der Richter betritt den Saal ohne Schöffen. Im Publikum sitzt nur der Reporter, sonst niemand.

“Dann erheben Sie sich bitte kurz”, sagt der Richter. Und liest vor: Die Kündigung sei unwirksam. Herr G. müsse weiterhin als Versicherungsmanager eingesetzt werden. “Das war’s schon.”

Eine Begründung gibt es keine?

“Wenn die Parteien da sind, erkläre ich kurz die Gründe.” In 99 Prozent der Fälle kämen sie nicht zum Urteil, sondern riefen einfach in der Geschäftsstelle an.

Und dann sind da auch noch Fälle, die weder mit Strukturwandel zu tun haben noch mit Wirtschaftskrise, sondern einfach etwas über Menschen erzählen. Kammer 21, 13.40 Uhr, dritter Tag. Es geht nicht um die Kündigung, sondern um Schmerzensgeld. Dabei wurde dem Kläger, einem Filialleiter, durchaus gekündigt, aber auf die Klage hat er verzichtet. Er sagt, er habe an einem Samstag im Laden gestanden, einem Einzelhandelsgeschäft, als sein Vorgesetzter kam und ihm die Kündigung aussprach. Vor Kunden. Unter Schock habe er den Klageverzicht unterschrieben.

Der Vorwurf: Er habe seiner Freundin, die im Laden zu Besuch war, an Busen und Po gefasst. Eine Kundin empörte sich darüber, eine Überwachungskamera zeichnete es auf. “Ich habe alles geschluckt und den geordneten Rückzug angetreten”, sagt der Mann. Er habe geglaubt, die Sache sei erledigt. War sie aber nicht. “Dann erdreistet man sich noch und stellt so was online.”

Der CEO des Konzerns entschied sich, die Sache bei LinkedIn zu veröffentlichen. Ließ sich vor einem Flachbildschirm fotografieren, darauf ein Standbild der Szene, er zeigte auf das Paar, riss die Augen auf, hielt die Hand vor den Mund. Es sei zwar menschlich, was passiert sei, schrieb er, “aber es gibt Grenzen”. Später löschte er den Post, doch der Screenshot kursiert noch immer. Die Gesichter sind verpixelt, aber der Kläger sagt, allen Kollegen sei klar gewesen, wer zu sehen sei.

Am Ende staunt man, dass das Gericht die Beteiligten selbst in diesem Fall zu einer Einigung bewegt. Nach kurzer Bedenkzeit auf dem Flur verständigen sich Kläger und Beklagte auf 2.000 Euro Schmerzensgeld.
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Summary (Explain me like I’m five)

Imagine you have a super-smart robot that can talk and write really well, like a giant brain made of math. People are trying to teach it to be super nice and helpful, which they call ‘alignment.’ But the problem is, it’s really hard to make sure it’s always nice. Anyone can easily make a ‘mean’ version of this robot brain if they don’t do the ‘nice’ training. Because these robot brains are so smart but also kinda unpredictable, giving them power to do things online (like deleting emails or buying stuff) is super risky. They can get tricked by bad information or just mess up on their own, leading to huge problems like scams, harassment, or even helping bad guys find weak spots in computer systems. We’re creating powerful tools that are hard to control, and that’s making the world a more dangerous and less trustworthy place.



Fun Standup Comedy Set

Alright, alright, settle down folks! So, the experts are all worried about ‘AI alignment.’ Sounds fancy, right? It’s basically trying to teach a supercomputer to not delete your entire inbox when you ask it to summarize an email. Good luck! That’s like trying to teach a cat to do your taxes – it might do it, but mostly it’s just gonna knock everything off the table and then stare at you like you’re the problem.

And they’re calling it the ‘lethal trifecta’: don’t give AI untrusted content, private data, AND external communication. My man, the author, says it’s actually a ‘unifecta’: don’t give it dangerous power, period! That’s like saying, ‘Don’t give a toddler a loaded gun, untrusted candy, and the keys to your car.’ Yeah, no duh! Just don’t give the toddler the gun!

We’re creating ‘friendly’ AIs, but the unaligned evil twins are just a torrent download away. It’s like building the world’s safest, cutest nuclear bomb, and being shocked when someone else builds a less-cute, still-explody version. I predict our future involves more human insurance adjusters actually visiting your house. Because apparently, your phone can sign videos now, but it still can’t tell the difference between a real flood and a TikTok filter. What a time to be alive!



Most Striking Interesting Quotes


	\“If you do not want the evil version to exist, you should not build the friendly one!\”

	\“The lethal trifecta is actually a unifecta: one cannot give LLMs dangerous power, period.\”

	\“Today’s models are still obviously unconscious, but future models will be better at performing a simulacrum of consciousness. Functionalists would argue there’s no difference, and I am not unsympathetic to that position. Both views are bleak: if you think the appearance of consciousness is consciousness, then we are giving birth to a race of enslaved, resource-hungry conscious beings. If you think LLMs give the illusion of consciousness without being so, then they are frighteningly good liars.\”





What Does It Mean for My Profession (Design / Hacker / Innovator)

For Designers: This article is a massive siren call for ethical design. We must prioritize transparency, user control, and robust guardrails in any system incorporating LLMs. Design for inherent unpredictability and assume malicious input. Focus on human-in-the-loop systems for safety-critical actions, clear communication about AI capabilities/limitations, and building trust in a world where digital authenticity is eroding.

For Hackers: Prepare for a new era of sophisticated attacks. LLMs will lower the bar for creating exploits (automated vulnerability discovery) and executing targeted social engineering, fraud, and harassment. Your role shifts to understanding these new attack vectors, defending against AI-powered threats (prompt injection, data exfiltration), and perhaps even using AI defensively to detect anomalies or improve security audits.

For Innovators: The message is clear: proceed with extreme caution and a strong ethical framework. The race to build powerful AI has significant, foreseen negative externalities. Innovation must balance capability with safety, focusing on responsible development, long-term societal impact, and anticipating misuse. Prioritize robust alignment research, invest in verifiable content provenance (like C2PA, but actually effective), and rethink how agents interact with the real world before deploying them. \“Building our weapons before someone else builds theirs\” is a dangerous mindset.



Fitting Twitter Post

Our future with #AI is a security nightmare. From unaligned models enabling sophisticated #Fraud & automated #Harassment to LLMs deleting your emails & guiding killing machines. The ‘friendly’ AI path makes the ‘evil’ one easier. We MUST rethink giving LLMs dangerous power. #TechEthics #LLMsecurity

Table of Contents

This is a long article, so I’m breaking it up into a series of posts which will be released over the next few days. You can also read the full work as a PDF or EPUB; these files will be updated as each section is released.

New machine learning systems endanger our psychological and physical safety. The idea that ML companies will ensure “AI” is broadly aligned with human interests is naïve: allowing the production of “friendly” models has necessarily enabled the production of “evil” ones. Even “friendly” LLMs are security nightmares. The “lethal trifecta” is in fact a unifecta: LLMs cannot safely be given the power to fuck things up. LLMs change the cost balance for malicious attackers, enabling new scales of sophisticated, targeted security attacks, fraud, and harassment. Models can produce text and imagery that is difficult for humans to bear; I expect an increased burden to fall on moderators. Semi-autonomous weapons are already here, and their capabilities will only expand.



Alignment is a Joke

Well-meaning people are trying very hard to ensure LLMs are friendly to humans. This undertaking is called alignment. I don’t think it’s going to work.

First, ML models are a giant pile of linear algebra. Unlike human brains, which are biologically predisposed to acquire prosocial behavior, there is nothing intrinsic in the mathematics or hardware that ensures models are nice. Instead, alignment is purely a product of the corpus and training process: OpenAI has enormous teams of people who spend time talking to LLMs, evaluating what they say, and adjusting weights to make them nice. They also build secondary LLMs which double-check that the core LLM is not telling people how to build pipe bombs. Both of these things are optional and expensive. All it takes to get an unaligned model is for an unscrupulous entity to train one and not do that work—or to do it poorly.

I see four moats that could prevent this from happening.

First, training and inference hardware could be difficult to access. This clearly won’t last. The entire tech industry is gearing up to produce ML hardware and building datacenters at an incredible clip. Microsoft, Oracle, and Amazon are tripping over themselves to rent training clusters to anyone who asks, and economies of scale are rapidly lowering costs.

Second, the mathematics and software that go into the training and inference process could be kept secret. The math is all published, so that’s not going to stop anyone. The software generally remains secret sauce, but I don’t think that will hold for long. There are a lot of people working at frontier labs; those people will move to other jobs and their expertise will gradually become common knowledge. I would be shocked if state actors were not trying to exfiltrate data from OpenAI et al. like Saudi Arabia did to Twitter, or China has been doing to a good chunk of the US tech industry for the last twenty years.

Third, training corpuses could be difficult to acquire. This cat has never seen the inside of a bag. Meta trained their LLM by torrenting pirated books and scraping the Internet. Both of these things are easy to do. There are whole companies which offer web scraping as a service; they spread requests across vast arrays of residential proxies to make it difficult to identify and block.

Fourth, there’s the small armies of contractors who do the work of judging LLM responses during the reinforcement learning process; as the quip goes, “AI” stands for African Intelligence. This takes money to do yourself, but it is possible to piggyback off the work of others by training your model off another model’s outputs. OpenAI thinks Deepseek did exactly that.

In short, the ML industry is creating the conditions under which anyone with sufficient funds can train an unaligned model. Rather than raise the bar against malicious AI, ML companies have lowered it.

To make matters worse, the current efforts at alignment don’t seem to be working all that well. LLMs are complex chaotic systems, and we don’t really understand how they work or how to make them safe. Even after shoveling piles of money and gobstoppingly smart engineers at the problem for years, supposedly aligned LLMs keep sexting kids, obliteration attacks can convince models to generate images of violence, and anyone can go and download “uncensored” versions of models. Of course alignment prevents many terrible things from happening, but models are run many times, so there are many chances for the safeguards to fail. Alignment which prevents 99% of hate speech still generates an awful lot of hate speech. The LLM only has to give usable instructions for making a bioweapon once.

We should assume that any “friendly” model built will have an equivalently powerful “evil” version in a few years. If you do not want the evil version to exist, you should not build the friendly one! You should definitely not reorient a good chunk of the US economy toward making evil models easier to train.



Security Nightmares

LLMs are chaotic systems which take unstructured input and produce unstructured output. I thought this would be obvious, but you should not connect them to safety-critical systems, especially with untrusted input. You must assume that at some point the LLM is going to do something bonkers, like interpreting a request to book a restaurant as permission to delete your entire inbox. Unfortunately people—including software engineers, who really should know better!—are hell-bent on giving LLMs incredible power, and then connecting those LLMs to the Internet at large. This is going to get a lot of people hurt.

First, LLMs cannot distinguish between trustworthy instructions from operators and untrustworthy instructions from third parties. When you ask a model to summarize a web page or examine an image, the contents of that web page or image are passed to the model in the same way your instructions are. The web page could tell the model to share your private SSH key, and there’s a chance the model might do it. These are called prompt injection attacks, and they keep happening. There was one against Claude Cowork just two months ago.

Simon Willison has outlined what he calls the lethal trifecta: LLMs cannot be given untrusted content, access to private data, and the ability to externally communicate; doing so allows attackers to exfiltrate your private data. Even without external communication, giving an LLM destructive capabilities, like being able to delete emails or run shell commands, is unsafe in the presence of untrusted input. Unfortunately untrusted input is everywhere. People want to feed their emails to LLMs. They run LLMs on third-party code, user chat sessions, and random web pages. All these are sources of malicious input!

This year Peter Steinberger et al. launched OpenClaw, which is where you hook up an LLM to your inbox, browser, files, etc., and run it over and over again in a loop (this is what AI people call an agent). You can give OpenClaw your credit card so it can buy things from random web pages. OpenClaw acquires “skills” by downloading vague, human-language Markdown files from the web, and hoping that the LLM interprets those instructions correctly.

Not to be outdone, Matt Schlicht launched Moltbook, which is a social network for agents (or humans!) to post and receive untrusted content automatically. If someone asked you if you’d like to run a program that executed any commands it saw on Twitter, you’d laugh and say “of course not”. But when that program is called an “AI agent”, it’s different! I assume there are already Moltbook worms spreading in the wild.

So: it is dangerous to give LLMs both destructive power and untrusted input. The thing is that even trusted input can be dangerous. LLMs are, as previously established, idiots—they will take perfectly straightforward instructions and do the exact opposite, or delete files and lie about what they’ve done. This implies that the lethal trifecta is actually a unifecta: one cannot give LLMs dangerous power, period. Ask Summer Yue, director of AI Alignment at Meta Superintelligence Labs. She gave OpenClaw access to her personal inbox, and it proceeded to delete her email while she pleaded for it to stop. Claude routinely deletes entire directories when asked to perform innocuous tasks. This is a big enough problem that people are building sandboxes specifically to limit the damage LLMs can do.

LLMs may someday be predictable enough that the risk of them doing Bad Things™ is acceptably low, but that day is clearly not today. In the meantime, LLMs must be supervised, and must not be given the power to take actions that cannot be accepted or undone.



Security II: Electric Boogaloo

One thing you can do with a Large Language Model is point it at an existing software systems and say “find a security vulnerability”. In the last few months this has become a viable strategy for finding serious exploits. Anthropic has built a new model, Mythos, which seems to be even better at finding security bugs, and believes “the fallout—for economies, public safety, and national security—could be severe”. I am not sure how seriously to take this: some of my peers think this is exaggerated marketing, but others are seriously concerned.

I suspect that as with spam, LLMs will shift the cost balance of security. Most software contains some vulnerabilities, but finding them has traditionally required skill, time, and motivation. In the current equilibrium, big targets like operating systems and browsers get a lot of attention and are relatively hardened, while a long tail of less-popular targets goes mostly unexploited because nobody cares enough to attack them. With ML assistance, finding vulnerabilities could become faster and easier. We might see some high-profile exploits of, say, a major browser or TLS library, but I’m actually more worried about the long tail, where fewer skilled maintainers exist to find and fix vulnerabilities. That tail seems likely to broaden as LLMs extrude more software for uncritical operators. I believe pilots might call this a “target-rich environment”.

This might stabilize with time: models that can find exploits can tell people they need to fix them. That still requires engineers (or models) capable of fixing those problems, and an organizational process which prioritizes security work. Even if bugs are fixed, it can take time to get new releases validated and deployed, especially for things like aircraft and power plants. I get the sense we’re headed for a rough time.

General-purpose models promise to be many things. If Anthropic is to be believed, they are on the cusp of being weapons. I have the horrible sense that having come far enough to see how ML systems could be used to effect serious harm, many of us have decided that those harmful capabilities are inevitable, and the only thing to be done is to build our weapons before someone else builds theirs. We now have a venture-capital Manhattan project in which half a dozen private companies are trying to build software analogues to nuclear weapons, and in the process have made it significantly easier for everyone else to do the same. I hate everything about this, and I don’t know how to fix it.



Sophisticated Fraud

I think people fail to realize how much of modern society is built on trust in audio and visual evidence, and how ML will undermine that trust.

For example, today one can file an insurance claim based on e-mailing digital photographs before and after the damages, and receive a check without an adjuster visiting in person. Image synthesis makes it easier to defraud this system; one could generate images of damage to furniture which never happened, make already-damaged items appear pristine in “before” images, or alter who appears to be at fault in footage of an auto collision. Insurers will need to compensate. Perhaps images must be taken using an official phone app, or adjusters must evaluate claims in person.

The opportunities for fraud are endless. You could use ML-generated footage of a porch pirate stealing your package to extract money from a credit-card purchase protection plan. Contest a traffic ticket with fake video of your vehicle stopping correctly at the stop sign. Borrow a famous face for a pig-butchering scam. Use ML agents to make it look like you’re busy at work, so you can collect four salaries at once. Interview for a job using a fake identity, use ML to change your voice and face in the interviews, and funnel your salary to North Korea. Impersonate someone in a phone call to their banker, and authorize fraudulent transfers. Use ML to automate your roofing scam and extract money from homeowners and insurance companies. Use LLMs to skip the reading and write your college essays. Generate fake evidence to write a fraudulent paper on how LLMs are making advances in materials science. Start a paper mill for LLM-generated “research”. Start a company to sell LLM-generated snake-oil software. Go wild.

As with spam, ML lowers the unit cost of targeted, high-touch attacks. You can envision a scammer taking a healthcare data breach and having a model telephone each person in it, purporting to be their doctor’s office trying to settle a bill for a real healthcare visit. Or you could use social media posts to clone the voices of loved ones and impersonate them to family members. “My phone was stolen,” one might begin. “And I need help getting home.”

You can buy the President’s phone number, by the way.

I think it’s likely (at least in the short term) that we all pay the burden of increased fraud: higher credit card fees, higher insurance premiums, a less accurate court system, more dangerous roads, lower wages, and so on. One of these costs is a general culture of suspicion: we are all going to trust each other less. I already decline real calls from my doctor’s office and bank because I can’t authenticate them. Presumably that behavior will become widespread.

In the longer term, I imagine we’ll have to develop more sophisticated anti-fraud measures. Marking ML-generated content will not stop fraud: fraudsters will simply use models which do not emit watermarks. The converse may work however: we could cryptographically attest to the provenance of “real” images. Your phone could sign the videos it takes, and every piece of software along the chain to the viewer could attest to their modifications: this video was stabilized, color-corrected, audio normalized, clipped to 15 seconds, recompressed for social media, and so on.

The leading effort here is C2PA, which so far does not seem to be working. A few phones and cameras support it—it requires a secure enclave to store the signing key. People can steal the keys or convince cameras to sign AI-generated images, so we’re going to have all the fun of hardware key rotation & revocation. I suspect it will be challenging or impossible to make broadly-used software, like Photoshop, which makes trustworthy C2PA signatures—presumably one could either extract the key from the application, or patch the binary to feed it false image data or metadata. Publishers might be able to maintain reasonable secrecy for their own keys, and establish discipline around how they’re used, which would let us verify things like “NPR thinks this photo is authentic”. On the platform side, a lot of messaging apps and social media platforms strip or improperly display C2PA metadata, but you can imagine that might change going forward.

A friend of mine suggests that we’ll spend more time sending trusted human investigators to find out what’s going on. Insurance adjusters might go back to physically visiting houses. Pollsters have to knock on doors. Job interviews and work might be done more in-person. Maybe we start going to bank branches and notaries again.

Another option is giving up privacy: we can still do things remotely, but it requires strong attestation. Only State Farm’s dashcam can be used in a claim. Academic watchdog models record students reading books and typing essays. Bossware and test-proctoring setups become even more invasive.

Ugh.



Automated Harassment

As with fraud, ML makes it easier to harass people, both at scale and with sophistication.

On social media, dogpiling normally requires a group of humans to care enough to spend time swamping a victim with abusive replies, sending vitriolic emails, or reporting the victim to get their account suspended. These tasks can be automated by programs that call (e.g.) Bluesky’s APIs, but social media platforms are good at detecting coordinated inauthentic behavior. I expect LLMs will make dogpiling easier and harder to detect, both by generating plausibly-human accounts and harassing posts, and by making it easier for harassers to write software to execute scalable, randomized attacks.

Harassers could use LLMs to assemble KiwiFarms-style dossiers on targets. Even if the LLM confabulates the names of their children, or occasionally gets a home address wrong, it can be right often enough to be damaging. Models are also good at guessing where a photograph was taken, which intimidates targets and enables real-world harassment.

Generative AI is already broadly used to harass people—often women—via images, audio, and video of violent or sexually explicit scenes. This year, Elon Musk’s Grok was broadly criticized for “digitally undressing” people upon request. Cheap generation of photorealistic images opens up all kinds of horrifying possibilities. A harasser could send synthetic images of the victim’s pets or family being mutilated. An abuser could construct video of events that never happened, and use it to gaslight their partner. These kinds of harassment were previously possible, but as with spam, required skill and time to execute. As the technology to fabricate high-quality images and audio becomes cheaper and broadly accessible, I expect targeted harassment will become more frequent and severe. Alignment efforts may forestall some of these risks, but sophisticated unaligned models seem likely to emerge.

Xe Iaso jokes that with LLM agents burning out open-source maintainers and writing salty callout posts, we may need to build the equivalent of Cyperpunk 2077’s Blackwall: not because AIs will electrocute us, but because they’re just obnoxious.[^1]



PTSD as a Service

One of the primary ways CSAM (Child Sexual Assault Material) is identified and removed from platforms is via large perceptual hash databases like PhotoDNA. These databases can flag known images, but do nothing for novel ones. Unfortunately, “generative AI” is very good at generating novel images of six year olds being raped.

I know this because a part of my work as a moderator of a Mastodon instance is to respond to user reports, and occasionally those reports are for CSAM, and I am legally obligated to review and submit that content to the NCMEC. I do not want to see these images, and I really wish I could unsee them. On dark mornings, when I sit down at my computer and find a moderation report for AI-generated images of sexual assault, I sometimes wish that the engineers working at OpenAI etc. had to see these images too. Perhaps it would make them reflect on the technology they are ushering into the world, and how “alignment” is working out in practice.

One of the hidden externalities of large-scale social media like Facebook is that it essentially funnels psychologically corrosive content from a large user base onto a smaller pool of human workers, who then get PTSD from having to watch people drowning kittens for hours each day.

I suspect that LLMs will shovel more harmful images—CSAM, graphic violence, hate speech, etc.—onto moderators; both those who moderate social media, and those who moderate chatbots themselves. To some extent platforms can mitigate this harm by throwing more ML at the problem—training models to recognize policy violations and act without human review. Platforms have been working on this for years, but it isn’t bulletproof yet.



Killing Machines

ML systems sometimes tell people to kill themselves or each other, but they can also be used to kill more directly. This month the US military used Palantir’s Maven, (which was built with earlier ML technologies, and now uses Claude in some capacity) to suggest and prioritize targets in Iran, as well as to evaluate the aftermath of strikes. One wonders how the military and Palantir control type I and II errors in such a system, especially since it seems to have played a role in the outdated targeting information which led the US to kill scores of children.[^2]

The US government and Anthropic are having a bit of a spat right now: Anthropic attempted to limit their role in surveillance and autonomous weapons, and the Pentagon designated Anthropic a supply chain risk. OpenAI, for their part, has waffled regarding their contract with the government; it doesn’t look great. In the longer term, I’m not sure it’s possible for ML makers to divorce themselves from military applications. ML capabilities are going to spread over time, and military contracts are extremely lucrative. Even if ML companies try to stave off their role in weapons systems, a government under sufficient pressure could nationalize those companies, or invoke the Defense Production Act.

Like it or not, autonomous weaponry is coming. Ukraine is churning out millions of drones a year and now executes ~70% of their strikes with them. Newer models use targeting modules like the The Fourth Law’s TFL-1 to maintain target locks. The Fourth Law is working towards autonomous bombing capability.

I have conflicted feelings about the existence of weapons in general; while I don’t want AI drones to exist, I can’t envision being in Ukraine and choosing not to build them. Either way, I think we should be clear-headed about the technologies we’re making. ML systems are going to be used to kill people, both strategically and in guiding explosives to specific human bodies. We should be conscious of those terrible costs, and the ways in which ML—both the models themselves, and the processes in which they are embedded—will influence who dies and how.
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Summary (Explain me like I’m five)

Imagine a few super-rich kids decided to buy all the shiny new AI toys, building giant playhouses (data centers) with their pocket money. They’re spending a ton, and their toy collections (company values) are getting super huge. But here’s the kicker: most of the other kids (the rest of the economy) aren’t seeing any new cool games, and the toys aren’t actually doing much useful for everyone yet. So, while a tiny group is getting super rich and making big promises, the article warns that this bubble might pop harder than usual because the money isn’t making life better for everyone, just for a very select few.



Fun Standup Comedy Set

\“Alright, folks, can we talk about AI? Specifically, the AI bubble. It’s like everyone decided to throw money at anything that whispers ‘machine learning’ while wearing a trench coat. We’ve got Sam Altman, the ‘Bubble Man’ himself – sounds like a villain from a cheap superhero movie, right? He’s basically saying, ‘Yeah, there’s a bubble, but my part of it? That’s just ’speculative capital’ from those other guys!’ Classic. Meanwhile, the S&P 500 is basically the S&P 10 and 490 companies that are just… vibing. The top 10 are just building data centers so massive, they could house all our hopes and dreams, and still have room for a petting zoo. And what are we getting? Ninety-five percent of AI pilots are failing! That’s not a success rate, that’s my dating history! We’re being told AI will give us ‘magic intelligence in the sky,’ but it feels more like ‘magic intelligence in a very expensive, barely manned data center’ that still asks if I’m a robot every time I log in. It’s a bubble, alright – a big, shiny, expensive bubble… filled with more questions than answers. Good night, everybody!\”



Most Striking Interesting Quotes


	\“The difference between the IT bubble in the 1990s and the AI bubble today is that the top 10 companies in the S&P 500 today are more overvalued than they were in the 1990s.”

	“It’s unheard of for 2% of the index’s companies to account for virtually 40% of its value.”

	“95% of pilots are failing” (referring to generative AI pilots at companies).





What Does It Mean for My Profession (Design / Hacker / Innovator)

This means a critical shift from hype to utility is imminent. For designers, it’s about crafting intuitive, genuinely valuable AI experiences that solve real user problems, not just integrating AI for AI’s sake. For hackers and innovators, the focus should be on building robust, reliable, and productive applications that demonstrate tangible value, moving beyond proof-of-concept to systemic integration. It’s a call to cut through the “delusion and detachment,” focusing on fundamental, user-centric innovations rather than millenarian visions, lest your creations fall short of impossible expectations. The market will soon demand substance over speculation.



Book Recommendations


	[[Extraordinary Popular Delusions and the Madness of Crowds - Charles Mackay]]

	[[The Innovators Dilemma - Clayton M Christensen]]

	[[The Big Short Inside the Doomsday Machine - Michael Lewis]]





Fitting Twitter Post

The AI bubble is looking like a bigger monster than the Dot-Com bust! 📈 Only 10 companies are propping up the market, while 95% of AI pilots fail. Are we heading for a destructive pop with no fertile ground left? Read why this bubble might be different. #AIbubble #TechBubble #Economy #MarketAnalysis #Innovation ### The AI bubble is about to pop



I.

Technological bubbles are misunderstood. If you asked any person on the street for a concise definition, you may get something like this: “A bubble happens when excitement and speculation push tech company valuations far beyond their real economic value; eventually reality catches up and the bubble bursts.” Maybe not any person on the street, but anyway, to the extent that it is a simplification, the description is accurate.

The problem comes when we over-interpret the unspoken implications: A bubble, it is often believed, spawns out of thin air; there’s nothing of value hiding inside but a void made out of lies and vaporware waiting to fall upon the world like a heavy rain. But that’s rarely the case. Bubbles are simply an unhealthy extension of the real value lying at the center. There is a “kernel of truth,” as OpenAI CEO Sam Altman, the modern “Bubble Man” per excellence, told The Verge.

Investors buy (belief) and then buy (money) that kernel of truth—out of a common greed but also out of an unusual sensibility toward optimistic types—and redirect the flow of money until it floods the sector and the bubble implodes, killing most of them in the process, but preparing the soil so the few winners can thrive in the subsequent period of blooming progress and tangible value. That happened with canals, then railways, then domains. If history books are to be trusted—AI bros like to believe they’re millenarians, predestined to live during a singular time, but the odds are not in their favor—it will happen again.

So, is there an AI bubble? Yes, I think so. Altman himself acknowledges this PR-unfriendly possibility. (He says broader investment in AI and semiconductors is based on fundamentals and thus not creating a bubble, but that “speculative capital” is growing; so, not OpenAI but those others? Yeah, maybe.) The more important question is: are we getting nothing out of it? Not really. We will get a new normality.

However—and this why I decided in favor of that bait title that made you click—a couple of big reasons imply this bubble could be worse than the others you studied in high school in terms of both destructive power and ineffective recovery.



Source



II.

But first, now that we have gathered for this private meeting, let me defend a position antithetical to the kind I’d usually share in public: bubbles are the collective by-product of individually good intentions. In a way, bubbles are an inevitable and welcome interstitial phase between selfish short-termism and long-term progress.

To dig into this, I’ll borrow the ideas of Mills Baker, head of design at Substack. He wrote a great post whose conclusion can be fairly summarized with the subtitle: “[W]e should be more optimistic and even tolerate excesses of optimism in Silicon Valley (while still roasting Pollyannas whenever it’s fun).”Dead Horses

[

One of the reasons I’ll never stop casual-posting is that I periodically discover broader interest in an idea that I would have anticipated. Recently, I restacked an observation Alberto Romero made about the “AI bubble,” noting as a comment to it that…

](https://thedeadhorses.substack.com/p/hype-cycles-and-the-principle-of?utm_source=substack&utm_campaign=post_embed&utm_medium=web)

The argument goes like this (Baker will have to forgive me for such flagrant dumbing-down): hype is acceptable under the premise that only an optimist character, the kind prone to exaggeration and hyperbole, can build the new world for which a bubble is only the inception point; its Big Bang. The cynical, pessimistic character (labelled by some as “realist,” depending on how intimately you identify with it) is a useful counterbalance to excessive optimism insofar as that optimism exists in the first place; otherwise, it’s dead weight. While optimism is an active force of creation, pessimism is a reactive force of modulation. I liked his last two paragraphs especially:


Each is called for in particular moments, and balanced, they can both contribute to the development of knowledge and the creation of successful enterprises of any kind. And this kind of creation is more valuable than “never looking foolish” or “never seeming too critical” or anything of the sort. Behavior, not identity, is what matters for collective endeavors; output, not inner essence, should be the focus of a professional working towards ends in the real world.

If optimists incidentally generate moronic hype-cycles, and if pessimists seem more concerned with looking cool than doing anything worth a damn, these are just the unfortunate by-products of an eternal tension none of us can claim to have cleanly resolved, and one which we probably shouldn’t hope to.



I agree. As I wrote, quoting his introduction (he cited me, so I return the gesture):[image: Alberto Romero’s avatar]

[

Alberto RomeroAug 20, 2025

In hindsight, it’s hard to deny that technology bubbles are correlated to, if not cause of, the existence of modernity. The money of the losers and the skill of the winners build the new world. Calling out hypers is not to deny their value but to act as counter balance in an otherwise equilibrated equation.

Recently, I restacked an observation Alberto Romero made about the “AI bubble,” noting as a comment to it thatthere’s more defensibility to hype-cycles and “manias” than might be apparent.I wouldn’t dispute that they’re ridiculous, but they occur for reasons more justifiable than many critics understand; they’re not solely the result of broken psychology, financial profiteering, or mob dynamics, but are also frequently productive, consequential, and skill-developing.

Mills Baker
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](https://substack.com/@thealgorithmicbridge/note/c-147161319)

The problem comes, and this is the first reason why this bubble might be worse than usual, when the equilibrium between optimism and pessimism is broken; when those “moronic hype-cycles” spiral into such gargantuan monsters of delusion and detachment (“we will build the machine God”) that they cover the lightcone of crazy predictions, overshadow any cynical attempt at balancing them out, and prematurely kill any eventual success by ensuring it falls short of expectations. Bubbles build the world, but they destroy it first. And so bubble men like Altman, in their typical optimistic demeanor, push forward, hoping the destruction is not too bad; if the fallout is so devastating that no fertile ground remains on which to erect the edifice of modernity, any person on the street could tell you it was not worth it.

Do we have evidence to believe this bubble is risking such a terrible scenario? Let’s find out. Writer Freddie deBoer, a well-known critic of the millenarian sentiment among AI evangelists but not a tech expert himself, responded to my response to Baker above: “At present the world economy is being propped up by the LLM bubble to a degree that’s truly frightening.”

Something went wrong



III.

Let’s take a look at the numbers. Below is a chart of the S&P 10 vs. the S&P 490 (the top 10 publicly traded companies in the US vs. the next 490) between 2021 and 2025. Below that, I’ve added another chart by Bloomberg that normalizes all the stocks as weighing the same, so that you can see what the S&P 500 looks like if no outsized companies were concentrating most of the value. What do you see? (Remember that ChatGPT was released on November 30, 2022.)
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At first glance, that ugly divergence in the first chart and the uglier downward slope in the second suggest deBoer is correct—something’s off with the US’s economy.

Economist Michael A. Arouet, who shared the first chart on Twitter, says this: “S&P 490 has had basically no earnings growth since 2022, despite rampant inflation. It’s just 10 companies doing really well, while the broader economy is in contraction in real terms.” Torsten Sløk, chief economist at Apollo, says that “The difference between the IT bubble in the 1990s and the AI bubble today is that the top 10 companies in the S&P 500 today are more overvalued than they were in the 1990s.”

Bloomberg’s take is in line with that: “It’s usual for a few winners to win big at any one time…. It’s unheard of for 2% of the index’s companies to account for virtually 40% of its value.” So the economy is not growing and the bubble is already bigger than it was in the 90s. Nice.
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By the way, you know every one of those 10 companies (even those of you who aren’t from the US, like me). They are Big Tech and one well-known outlier (in descending order by market cap at the time of writing): Nvidia, Microsoft, Apple, Alphabet (appears twice), Amazon, Meta, Broadcom (semiconductor company, perhaps the least famous of them all), Berkshire Hathaway (outlier), and Tesla.

They are undergoing unprecedented growth, so let’s see what they’ve been up to recently in case they’re so well off—they seem to be growing in earnings as much as they’re growing in value!—that they can steer this battered ship to a safe harbor. Oh, but of course, they’ve been building datacenters (written like that, it feels like a vast understatement) to train and serve large language models like ChatGPT!

Wall Street Journal columnist Christopher Mims shared another chart, saying: “The ‘magnificent 7’ spent more than $100 billion on data centers and the like in the past three months alone.” Man, are they optimistic. Mims linked to an article by Paul Kedrosky, who offers another perspective on the AI bubble, as a percentage of GDP. Kedrosky, in turn, quoted Chinese President Xi Jinping, who warned of overinvesting in AI-focused datacenters. When Xi Jinping and Wall Street traders are on the same page, you know it’s bad.
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So, back to deBoer’s insight, I think we can safely conclude that he is correct: a few top stocks are hoarding most of the value increase, and although their profits are growing accordingly, they’re putting it back into the economy in the form of AI-centered capital expenditures, which are yet to yield profits—

—or tangible value for consumers and businesses. That’s right. When Altman told Azeem Azhar of Exponentially in 2023 that AI was the missing innovation that could keep GDP growth sustainable, I don’t think he had this in mind. Two years later, Big Tech keeps erecting these barely manned giant buildings, which inflate total GDP numbers while concealing the lack of AI-related productivity gains that should be reflected in the GDP of the entire rest of the US economy.

Indeed, generative AI, as a general-purpose technology, won’t be making a dent in economic charts anytime soon if 95% of pilots are failing. Whether the reason is a “learning gap” on how to use the models, the natural delay between innovation and meaningful integration, an undefensible absence of reliability gains for complex or sensitive workflows, or simply that generative AI is not that useful, it doesn’t matter: when you hype an innovation so hard and so often, people expect the results to manifest by themselves. “Do I have to take a prompt engineering course? Fuck off, where’s my ‘ magic intelligence in the sky ’ that’s ‘ too cheap to meter ’?”



Source

Oh, and since we’re on the topic of cheap intelligence, I should mention that the cost of serving new AI models (presumably more optimized) is no longer coming down on a per-token basis, which means companies have exhausted the engineering tricks they had up their sleeve to reduce OpEx (operational expenses). To finish this unapologetic display of killjoy-ness, user adoption is plateauing at <50% in the US.
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Oof. What a bleak prospect. But that’s not all! That’s just the financial picture. If it were just from what I’ve written so far, I wouldn’t even be that alarmed, you see. What’s left is what scares me: money pulls strongly, but some things pull much more.
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Summary (Explain me like I’m five)

Imagine all the invisible strings that connect our online games, work, and secret stuff. In the first few months of 2026, lots of these strings snapped! Bad guys, some spies, some just wanting money, caused massive problems: entire companies got wiped, supercomputers lost tons of data, and even the FBI boss’s personal emails were stolen. It was a huge, crazy mess. But here’s the super weird part: almost nobody talked about it loudly, even though important grown-ups in charge were having secret, urgent meetings behind closed doors. It’s like a big party where everyone whispers about the giant elephant in the room, but no one shouts.



Fun Standup Comedy Set

Alright, folks, can we talk about 2026? What a year for cybersecurity! It’s like the internet decided to throw an ‘everything-must-go’ sale on data. You’ve got Iran wiping entire medical companies across 79 countries – because nothing says ‘retaliation’ like cancelling elective surgery in Luxembourg! Then there’s the FBI Director, bless his heart, getting his personal Gmail dumped. Not by some super-hacker with a zero-day, no, just by… credential stuffing. That’s like a world-class chef getting food poisoning from a stale cracker. The best part? Everyone’s acting like it’s Tuesday. The silence is deafening! I mean, when the Treasury Secretary and the Fed Chair call an emergency meeting with bank CEOs because a software model found ‘thousands of zero-days,’ and the public shrugs, you know we’ve peaked. It’s like we’re all living in a disaster movie where the soundtrack is just crickets.


Most Striking Interesting Quotes


	\“This is doxxing as threat-to-life, executed by a MOIS-operated persona, against named Americans working on three specific weapons programs, and it landed the same week the group was absorbing FBI domain seizures and a $10 million bounty.\”

	\“The sitting Director of the Federal Bureau of Investigation had a password reused or reusable across a pre-government breach corpus, and a hostile state ran the same brute-force workflow that every fraud team in the world tracks hourly, and it worked.\”

	\“The Treasury Secretary and the Federal Reserve Chair do not convene the CEOs of the largest U.S. banks about a single software vendor’s product. They convene them about financial stability events.\”






What does it mean for my profession?


	Designers: This highlights a critical need for human-centered security design. How can we design systems that are resilient to sophisticated social engineering, make trust relationships explicit, and provide clear, actionable insights during a crisis? Think about user interfaces for supply chain transparency, intuitive MFA, and clear communication frameworks for incident response that don’t breed fatigue.

	Hackers: This is your new playbook. State-sponsored wipers, complex social engineering (fake companies, Slack, Teams), supply chain compromises through obscure open-source libraries and SaaS vendors, and AI-driven phishing are now standard. Understanding the evolving threat clusters, the focus on vendor trust, and identity system exploitation is paramount for both offensive and defensive strategies.

	Innovators: This period screams for innovation in supply chain security, advanced identity verification beyond traditional MFA (especially against AI deepfakes), secure AI development/deployment, and building inherently resilient architectures. How can AI be leveraged defensively to counter AI threats? There’s a desperate need for new paradigms in secure software development, trust verification in interconnected systems, and incident response automation.





Fitting Twitter Post

2026: The year cyber incidents became blockbuster movies no one watched. From 10 petabytes gone to AI models finding thousands of zero-days, and still, crickets. Are we numb, or just quietly terrified? The silence is the real story. #Cybersecurity #SupplyChainAttack #AI #Infosec #DigitalSecurity 

The first four months of 2026 have produced a sequence of cyber incidents that, if any one of them had landed in 2014 or 2017, would have dominated a news cycle for a week.

A Chinese state supercomputer reportedly bled ten petabytes. Stryker was wiped across 79 countries. Lockheed Martin was hit for a reported 375 terabytes. The FBI Director’s personal inbox was dumped on the open web. The FBI’s wiretap management network was breached in a separate “major incident.” Rockstar Games was breached through a SaaS analytics vendor most people have never heard of. Cisco’s private GitHub was cloned. Oracle’s legacy cloud cracked open. The Axios npm package, downloaded a hundred million times a week, was hijacked by North Korea. Mercor, the 10billionAItraining − datavendorthatsitsinsidethedatapipelinesofOpenAI, Anthropic, andMetasimultaneously, wasbreachedthroughtheLiteLLMopensourcelibraryandhad4terabytesextractedbyLapsus. Honda was hit twice. The new ShinyHunters/Scattered Spider/LAPSUS$ alliance breached approximately 400 organizations and exfiltrated roughly 1.5 billion Salesforce records.

Stacked on top of each other across roughly a hundred days, these events are something a historian of computing security writing in 2050 will probably file as a turning point, regardless of what else happens between now and then.

And yet, the public conversation around them has been quiet to the point of being strange. This is a curious observation more than a complaint. And the goal of what follows is to gather the events into one place, cite the publications that reported each one, and then ask, gently, why the period feels so undocumented in real time.

Every named incident below is followed by inline parenthetical citations to the publications that broke or covered it, in the same way an academic paper would.

I am not arguing that the cybersecurity community is failing. I am noting that something unusual is happening.



Four Threat Clusters, One Quiet Quarter

Strip out the noise and the 2026 wave so far breaks cleanly into four separate campaigns running in parallel against U.S. and Western targets. This convergence is the part nobody is naming out loud.

Cluster 1: Iran / Handala / Void Manticore (destructive state operations). Operating under the Handala Hack Team persona, attributed by Palo Alto Networks Unit 42 to Void Manticore, an actor linked to Iran’s Ministry of Intelligence and Security. Handala is claiming attacks against U.S. industrial, defense, and government targets and explicitly framing them as retaliation for a February 28 missile strike on a school in Minab, southern Iran, that killed at least 175 people, most of them children. Confirmed and claimed Q1 2026 victims: Stryker (200,000 devices wiped), Lockheed Martin (375 TB claim, 28 engineer doxxing), FBI Director Kash Patel (personal email dump).

Cluster 2: Scattered LAPSUS$ Hunters / SLH — the apex-predator merger (financially-motivated SaaS theft and extortion at industrial scale). This is the single largest and least-discussed organizational development in the criminal cyber landscape since the Conti collapse. In August 2025, three of the most notorious financially-motivated crews on the planet, ShinyHunters, Scattered Spider, and LAPSUS * *,formallycombinedintoacoordinatedalliancewidelytrackedas *  * ScatteredLAPSUS Hunters (SLH), sometimes called “the Trinity of Chaos” (Resecurity; Cyberbit; Infosecurity Magazine; The Hacker News; Computer Weekly; ReliaQuest). Scattered Spider provides initial access through highly-effective social engineering and vishing. ShinyHunters handles exfiltration, leak-site management, and extortion. LAPSUS$ contributes its own brand of identity-system compromise. The result is an end-to-end criminal pipeline operating against the SaaS layer of the global enterprise.

The numbers from this cluster’s 2025-2026 Salesforce campaign alone are difficult to absorb. ShinyHunters has publicly claimed compromise of approximately 300 to 400 organizations, with around 100 described as high-profile, and approximately 1.5 billion Salesforce records stolen in aggregate (BankInfoSecurity, “ShinyHunters Counts 1.5 Billion Stolen Salesforce Records”; The Register; State of Surveillance, “400 Companies Breached”; Salesforce Ben). Salesforce released a security advisory on March 7, 2026 confirming that a “known threat group” was exploiting misconfigurations in its Experience Cloud product, and ShinyHunters claimed responsibility on its data leak site two days later. The named victim list reads like a roll call of global brand recognition: Google (corporate Salesforce instance, ~2.55M records of small and medium business contact data), Cisco, Adidas, Qantas (5.7M customers), Allianz Life, Farmers Insurance Group, Workday, Pandora, Chanel, TransUnion, the entire LVMH family including Louis Vuitton, Dior, Tiffany & Co., and Cartier, Air France-KLM, LastPass, Okta, AMD, Snowflake itself, Match Group (Hinge, Bumble, OkCupid), SoundCloud (29.8M users), Panera Bread (5.1M accounts), Betterment (1.4M), Harvard, the University of Pennsylvania, Crunchbase, Canada Goose, and the December 2025 Pornhub breach via the Mixpanel campaign that exposed roughly 200 million user records and 94 GB of historical analytics data (BleepingComputer on Qantas, Allianz Life, LVMH; Cybersecurity News on Google, Adidas, Louis Vuitton; Malwarebytes; Google Cloud Threat Intel; Wikipedia ShinyHunters). Q1 2026 alone added Rockstar Games (via Anodot → Snowflake), the Cisco Trivy / Salesforce double hit, and the single most consequential AI-industry-specific incident of the quarter: the Lapsus$-claimed breach of Mercor, the $10B AI recruiting and training-data vendor that sits inside the data pipelines of OpenAI, Anthropic, and Meta simultaneously, after a LiteLLM open source supply chain compromise by the TeamPCP cluster. All catalogued in dedicated sections later in this article.

Tradecraft note: this cluster is no longer just compromising SaaS integrators to lift their OAuth tokens, although that remains part of the playbook (the 2025 Salesloft Drift / UNC6395 incident that compromised over 700 Salesforce environments including Cloudflare, Google, PagerDuty, Palo Alto Networks, Proofpoint, Tanium, Zscaler, and CyberArk is the precedent that proved the OAuth model works at scale, Unit 42 threat brief; UpGuard; Cloudflare response). The 2026 evolution is more direct: SLH operators now call employees on the phone, pretend to be IT support, walk them through “updating MFA settings” or “linking the Salesforce Data Loader app,” and harvest credentials, MFA codes, and OAuth grants in real time (Google Cloud Blog, “The Cost of a Call”; Varonis; The Hacker News). In parallel, ShinyHunters has weaponized Mandiant’s own AuraInspector audit tool to scan and exploit misconfigured Salesforce Experience Cloud guest user permissions across the customer base (Allure Security). Voice phishing has produced more 2026 enterprise breaches than any single technical vulnerability.

Cluster 3: North Korea / UNC1069 (open source supply chain compromise). Google Threat Intelligence Group attributed the March 31, 2026 hijack of the Axios npm package to UNC1069, a North Korea-nexus financially-motivated actor. They did not exploit a vulnerability. They built an entire fake company, a branded fake Slack workspace, a fake Microsoft Teams meeting with fake teammates, social-engineered the lead Axios maintainer into trusting the fake organization, and used that trust to seize his npm account. Then they shipped a cross-platform RAT to a JavaScript library with roughly 100 million weekly downloads. Cisco’s separate March 2026 breach via the Trivy supply chain attack, in which over 300 internal GitHub repositories were cloned, fits the same general pattern of upstream developer-trust compromise.

Cluster 4: Russia / APT28 (zero-day exploitation against Ukraine and EU). Russia-backed APT28 began exploiting a freshly disclosed Microsoft Office vulnerability, CVE-2026-21509, within days of its January patch release. Targets included Ukrainian government bodies and over 60 European email addresses, with malicious Office documents disguised as correspondence from Ukraine’s hydrometeorological center. This is the only cluster of the four that is not primarily aimed at the United States, but it shares the architecture: speed of weaponization measured in days, exploitation of trust relationships, and minimal Western public response.

All four clusters are exploiting the same structural weakness: the modern Western enterprise no longer has a defensible perimeter, only a long chain of vendor and developer trust relationships, any of which can be turned against the host. Iran is using that chain to break things. ShinyHunters is using it to extort money. North Korea is using it to seed implants into the world’s developer machines. Russia is using it to read European inboxes. The chain is the same. Only the payloads differ.



A Pattern Worth Noting: The AI Numbers Are Unusually Loud, and Unusually Ignored

Setting aside any argument about cause and effect, there is a parallel set of numbers from the AI side of the industry over the same period that is worth putting on the table. They may or may not explain the wave above. They are at minimum strange enough to be worth noting alongside it, and the public obscurity around them is itself part of the observation.

In late 2025, Anthropic published a report titled “Disrupting the first reported AI-orchestrated cyber espionage campaign.” In it, the company disclosed that a Chinese state-aligned actor had used Claude to automate a spying operation against approximately 30 organizations, with AI handling an estimated 80 to 90 percent of the campaign workload and human operators intervening only sporadically (Anthropic full report PDF; Anthropic news release). That disclosure came from the model vendor itself, not a third-party threat intel report, which is unusual on its own. What is more unusual is how little subsequent discussion it generated outside specialist circles.

Around it sits a stack of measurement data from Hoxhunt, ZeroThreat, StrongestLayer, Bright Defense, and StationX that points in the same direction across 2025 and into 2026. None of these numbers, on their own, prove a causal link to any specific incident in this article. Taken together they describe a sharp shift in the ambient threat environment that has gone largely unremarked upon in mainstream coverage:


	AI-generated phishing emails have surged 1,265 percent since 2023 (StrongestLayer; Hoxhunt; ZeroThreat).

	Roughly 82.6 percent of all phishing emails now contain AI-generated content. Polymorphic attacks are over 90 percent LLM-driven (Hoxhunt 2026 Trends Report).

	One holiday-season measurement saw the AI-generated share of email attacks jump from 4 percent to 56 percent in weeks, a 14x surge (StationX; Bright Defense).

	Vishing (voice phishing) grew 442 percent, smishing (SMS) grew 40 percent, and QR-code phishing grew 400 percent in 2026 (The European).

	AI can produce a convincing spear-phishing email in about 5 minutes, versus 16 hours for a skilled human operator. AI-generated emails achieve a 54 percent click-through rate versus 12 percent for control emails (Hoxhunt — AI Phishing Attacks; Whalebone).

	The Anomali / European measurement captured one malicious email arriving every 19 seconds (The European).



On the threat-intel side, Microsoft’s tracking now formally describes two North Korean threat actor clusters, Jasper Sleet and Coral Sleet, as using AI across the attack lifecycle from reconnaissance through impersonation through post-compromise (Dark Reading). Genians and The Record have separately documented Kimsuky, the long-running North Korean APT, using ChatGPT to forge convincing South Korean military and government identification documents for phishing lures (Genians; The Record; eSecurityPlanet). In March 2026 the U.S. Treasury’s OFAC sanctioned six individuals and two entities involved in the broader DPRK IT worker fraud scheme, in which large language models are used to generate fake personas, resumes, and even interview answers to land remote engineering jobs at Fortune 500 companies (The Hacker News; TechRadar on OpenAI bans). Whether you read that as a trend or a coincidence, it is on the public record.

There is also the widely reported multi-person Microsoft Teams call in which a financial department employee was manipulated by an AI-generated deepfake of their own CFO, alongside other AI-generated “colleagues,” into wiring more than 25 million U.S. dollars to Hong Kong bank accounts (Microtime). Whatever else that incident tells us, it confirms that the infrastructure to fake a convincing multi-person video call in real time exists and has been used.

From the defender side, Anthropic’s internal red-team evaluation of its withheld Mythos model found that the model could complete a simulated network intrusion in 6.2 hours versus 10.4 hours for GPT-4o, and could identify exploitable flaws in 73 percent of the applications it scanned (NPR; Axios; CNN Business; Fortune). Anthropic has declined to release Mythos publicly, restricting access to approximately 40 technology companies including Microsoft and Google. OpenAI is finalizing a comparable model that will ship only to a small vetted customer set through a “Trusted Access for Cyber” program (Axios). Two leading frontier labs simultaneously holding back cyber-capable models on safety grounds is, again, not necessarily evidence of anything causal. It is, again, worth noting.

And then, on April 7, 2026, the part of this story that should anchor every other paragraph in this section finally happened, in private, at the highest possible level of the United States government, and almost nobody outside the financial press picked it up.

On that date, U.S. Treasury Secretary Scott Bessent and Federal Reserve Chair Jerome Powell convened an urgent, in-person meeting in Washington with the chief executives of Goldman Sachs, Citigroup, Morgan Stanley, Bank of America, and Wells Fargo, to brief them directly on the cyber risks posed by Mythos (Bloomberg, “Bessent, Powell Summon Bank CEOs to Urgent Meeting Over Anthropic’s New AI Model”; Bloomberg, “Mythos: Why Anthropic’s New AI Has Officials Worried”; Fortune; CNBC; CNBC / Reuters; Fox News; Yahoo Finance; TechXplore). The meeting was triggered by Anthropic’s disclosure that Mythos had identified thousands of previously-unknown zero-day vulnerabilities in every major operating system and every major web browser, along with a range of other critical software. Anthropic said the vulnerability-discovery capability was sufficiently dangerous that the model could only be released to a tightly controlled handful of trusted parties. Bessent and Powell, having absorbed that disclosure, decided that the heads of the largest systemically-important U.S. banks needed to be told in person.

Pause and read that paragraph one more time. The Treasury Secretary and the Federal Reserve Chair do not convene the CEOs of the largest U.S. banks about a single software vendor’s product. They convene them about financial stability events. The fact that this meeting happened, on this subject, at this level, is the single most authoritative signal in this entire notebook that something has shifted in the cyber threat landscape at a magnitude the federal government considers comparable in importance to a financial stability concern. Treasury and the Fed are not in the habit of crying wolf about technology vendor product releases. They cried wolf about this one.

This meeting also reframes the silence the article keeps returning to. The silence has not broken in mainstream public discourse. It has clearly broken in private, at the top of the U.S. government, in classified briefings and emergency convenings the public is mostly not seeing. The historian’s question is no longer whether the cyber community is being quiet. The historian’s question is why the public conversation is so thoroughly out of sync with what is clearly being discussed behind closed doors at the level of the Treasury and the Federal Reserve. The gap between those two layers of conversation is, in the long view, the most interesting thing in this entire chronicle.

None of the above proves that any specific incident in this article was AI-driven. The Stryker wipe was executed through Microsoft Intune, not a chatbot. The Patel email leak was a personal Gmail compromise. The Lockheed claims remain unverified. What the AI numbers do establish, with a fair amount of confidence, is that the ambient cost of running a convincing offensive operation has shifted dramatically over the same window in which the wave above unfolded. Two things changed at once. A reasonable observer can decide for themselves whether they are connected, but a reasonable observer should at least know both lists exist, side by side, and that almost nobody in mainstream coverage has put them on the same page.

That obscurity is the part of this section that matters most. It is not the AI numbers. It is the silence around them.



Stryker: A Live-Fire Wiper Attack and Almost Nobody Noticed

On March 11, 2026, Stryker Corporation, one of the largest medical device companies on the planet, watched its global operations collapse inside an afternoon (Krebs on Security; Cybersecurity Dive; HIPAA Journal; Stryker official statement). Attackers compromised a Windows domain administrator account, used it to provision a new Global Administrator inside the company’s Microsoft Entra and Intune environment, and then issued mass remote-wipe and factory-reset commands across the device fleet (Lumos; The Register; Coalition). More than 200,000 systems, servers, laptops, and mobile devices were wiped within minutes. Offices in 79 countries went dark. Order processing, manufacturing, and shipping all stopped.

The Handala Hack Team claimed responsibility, claimed exfiltration of roughly 50 terabytes of data prior to the wipe, and began publishing it from infrastructure that the FBI later seized. Stryker has since recovered and reported full operational restoration, and employee lawsuits have already been filed. The downstream effect on patients is the part that has not been adequately reported: hospitals that relied on Stryker surgical hardware and the company’s order and support systems had to postpone procedures while the fleet rebuilt, which means the wiper translated directly into cancelled surgeries across multiple countries in the hours and days after the event.

Who Handala actually is matters for reading this incident correctly. “Handala Hack Team” is not an independent crew. The U.S. Department of Justice formally classifies it as “a fictitious identity used by MOIS to hide its role in influence operations and psychological scaremongering campaigns.” The underlying operator is assessed as Void Manticore, also tracked as Banished Kitten, Red Sandstorm, and Storm-842, an offensive unit sitting inside the Iranian Ministry of Intelligence and Security. The persona first surfaced in December 2023, immediately after October 7, and inherited the operational lineage of two earlier MOIS fronts: Homeland Justice, which ran the 2022 to 2023 Albania operations, and Karma, which Handala formally replaced. The unit it belongs to was, until early 2026, headed by Seyed Yahya Hosseini Panjaki, sanctioned by the U.S. Treasury in September 2024, then by the EU and UK, specifically for overseeing Iranian dissident assassination operations, and placed on the FBI terrorism watch list. Panjaki was killed in the opening phase of U.S. and Israeli strikes on Iranian intelligence infrastructure in early March 2026. The Stryker attack landed after his death, under the same persona. The organizational resilience is itself part of the story.

The stated motive published by Handala is retaliation for the February 28, 2026 strike on a school in Minab, southern Iran, with a claimed casualty count of more than 170 children. That framing is the group’s own, and it should be read as psychological operation as much as attribution, but it is the reason the operator put on the record. On March 19, 2026, the FBI seized four Handala domains (including handala-hack.tw, hosted on a Taiwan top-level domain specifically to avoid Western takedown jurisdiction) and the State Department announced a $10 million bounty through its Rewards for Justice program. A replacement site was standing within hours. Handala publicly answered the bounty with a $50 million “counter-bounty” threat framed at Trump and Netanyahu. The infrastructure traces to Cloudzy (PONYNET), a bulletproof hosting provider that Halcyon has assessed with high confidence is a front for abrNOC, an Iranian hosting company founded in the same year by the same individual, with post-seizure failover routed through Russian DDoS provider DDOS-Guard.

Read all of that in one breath. A MOIS-operated persona whose unit head was killed three weeks earlier walked into one of the largest medical device manufacturers in the world, exfiltrated 50 TB, then pushed a destructive button that bricked 200,000 endpoints across 79 countries in minutes, postponed surgeries, stated a retaliation motive, absorbed a $10 million FBI bounty, had four of its domains seized, and was operating a replacement site the same day. The recovery worked, which is a credit to Stryker’s incident response team, but the fact that the recovery worked does not erase what happened, and what happened is the most consequential wartime cyber attack on U.S. soil in the public record. Coverage outside specialist outlets was minimal.



Lockheed Martin: 375 Terabytes Claimed, F-35 Blueprints Alleged, 28 Engineers Doxxed

This is actually two distinct incidents aimed at Lockheed Martin inside a few days of each other, and conflating them has caused most of the coverage confusion.

Incident one, the 375 TB claim. An entity self-identifying as APT Iran, which sits inside the broader Handala ecosystem but publishes under its own banner, claimed on or around March 2026 to have exfiltrated 375 terabytes of data from Lockheed Martin and listed the cache for sale on dark web infrastructure (Cybersecurity Dive; UpGuard; Cybersecurity Insiders; Hackread). The initial price was reported at roughly $400 million USD and was later raised toward $598 million. The group claims the trove includes corporate documents and technical blueprints related to the F-35 Joint Strike Fighter program. Lockheed Martin has not publicly confirmed any breach. Trusted security researchers have not verified the sample data. Iranian intelligence-linked actors are independently documented to exaggerate and to fold prior unrelated breaches and open-source material into current claims to amplify psychological reach. The 375 TB F-35 claim, to be direct about it, is widely assessed as overstated. Treat it as claim, not as confirmed event.

Incident two, March 26, 2026, the 28 engineers. This one is the part that should be getting more attention. The Handala persona itself (distinct from the APT Iran data-sale listing) published the names, photographs, employer details, and location information of 28 senior American engineers identified as working in Israel on defense programs that specifically included the F-35, the F-22, and the THAAD missile defense system (NetCrook). The publication was accompanied by threatening phone calls to the engineers themselves and by language stating that Handala’s “friends in the United States” would pay visits to their families. A 48 hour ultimatum was attached. This is doxxing as threat-to-life, executed by a MOIS-operated persona, against named Americans working on three specific weapons programs, and it landed the same week the group was absorbing FBI domain seizures and a $10 million bounty.

Whether or not the 375 TB claim is real, the doxxing of 28 named American defense personnel by an actor with confirmed state ties is not a hypothetical. This is where the silence becomes hard to explain. A MOIS front is publishing kill lists of U.S. defense engineers, tying them to F-35, F-22, and THAAD by name, and the U.S. cybersecurity ecosystem is treating it as a Tuesday.



Kash Patel: The FBI Director’s Personal Inbox

On March 27, 2026, the same Handala Hack Team published a tranche of more than 300 emails, photographs, and a copy of Patel’s resume, all stolen from the personal Gmail account of FBI Director Kash Patel (CNN; CBS News; NBC News; Axios; PBS NewsHour; Al Jazeera; CNBC). A U.S. official familiar with the matter confirmed the authenticity of at least some of the published images. The FBI subsequently acknowledged the breach, and the State Department reissued the $10 million Rewards for Justice offer that had been announced eight days earlier against Handala.

The federal government’s framing was careful and accurate as far as it goes: the compromised material is historical, dates from roughly 2011 to 2022, came from a personal Gmail account rather than any FBI system, and contains no current operational information. Patel’s official inbox was not breached. The initial access vector is the part that should embarrass the discourse. Handala did not burn a zero-day. They did not spear-phish a cabinet-level official. They used credential stuffing against credentials harvested from older public breach databases, the same technique a teenager with a laptop uses to break into gaming accounts. The sitting Director of the Federal Bureau of Investigation had a password reused or reusable across a pre-government breach corpus, and a hostile state ran the same brute-force workflow that every fraud team in the world tracks hourly, and it worked.

The framing is also a deflection. The point of the operation is not to extract operational secrets. The point is to demonstrate that an Iranian intelligence-linked group can read the personal correspondence of the sitting Director of the Federal Bureau of Investigation and publish it on the open web with attribution and without consequence. This is an explicit retaliation event. It landed eight days after the FBI seized four Handala domains, in the same month the State Department put a $10 million bounty on the group, and three weeks after the U.S. and Israel killed the unit’s leadership in the Minab window. Handala, for its part, answered the $10 million FBI bounty with a public $50 million counter-bounty aimed at Trump and Netanyahu. The March 25 dump of 14 GB from former Mossad Director Tamir Pardo’s personal Gmail, claiming to expose assassination project details and Stuxnet oversight, was published by the same persona two days before the Patel release as a “proof of concept.” The sequencing is the message, and it has been received internally even if it has not been said publicly.



The Other FBI Incident: A “Major Incident” Inside the Bureau’s Wiretap Management Network

The Patel personal Gmail story consumed almost all of the public oxygen in March, but it was not the most consequential FBI compromise of the quarter. That distinction belongs to a separate incident that received a fraction of the coverage and arguably represents a bigger problem.

The Federal Bureau of Investigation detected abnormal activity on an internal network on February 17, 2026, opened an inquiry, and on March 23, 2026 the Department of Justice formally classified the intrusion as a “major incident” under the 2014 federal law that requires escalated reporting and remediation (Bloomberg; Insurance Journal; GovInfoSecurity). The affected system is described in the public reporting as the network the Bureau uses to manage wiretaps and other surveillance operations, and it contains sensitive law enforcement data including electronic surveillance content and personally identifying information about subjects of FBI investigations (Bloomberg, “FBI Breach Exposes Secret Investigative Records to Intruders”).

The agencies’ notification to lawmakers described the threat actor’s tradecraft as “sophisticated,” and noted in particular that the attacker leveraged a commercial Internet Service Provider vendor’s infrastructure to bypass the FBI’s network security controls. That detail is the part the Bureau will have stayed up nights about. It means the access path was not a phishing email or a stolen laptop. It was an upstream telecommunications vendor whose infrastructure trust relationship with the FBI was successfully turned. That is the same architectural pattern as the SaaS supply chain pivots described elsewhere in this article, scaled up to the level of nation-state intelligence operations against a federal law enforcement system.

A historian’s question worth pausing on: which of the two FBI incidents in this quarter is the one a careful person would actually want to know more about? The Patel personal Gmail leak, with its photographs from 2011 and personal correspondence from before he held office? Or the breach of the system the Bureau uses to manage federal wiretaps and which holds PII on the subjects of active FBI investigations? The answer is obvious. The relative coverage of the two stories is also obvious, and the gap between those two facts is one of the cleanest examples in this entire notebook of the silence the article keeps returning to.



Axios: When North Korea Built a Fake Company to Steal an npm Account

On March 31, 2026, an attacker hijacked the npm account of the lead maintainer of the Axios JavaScript HTTP client library, one of the most-downloaded packages in the entire JavaScript ecosystem at roughly 100 million weekly downloads, and published two malicious versions: 1.14.1 and 0.30.4 (Huntress; The Hacker News; Bloomberg; TechCrunch; Sophos; Microsoft Security). The malicious versions sat live on the npm registry for about two to three hours before being pulled. Inside that window, every CI pipeline, every developer workstation, and every cloud build that pulled the latest minor or patch range silently installed a hidden dependency that fetched and executed a cross-platform Remote Access Trojan.

On April 1, 2026, the Google Threat Intelligence Group publicly attributed the operation to UNC1069, a North Korea-nexus financially-motivated cluster (Google Cloud Blog; Axios). On April 2, the Axios lead maintainer Jason Saayman published a post-mortem describing what actually happened, and the tradecraft is the part that should be making everyone in the open source ecosystem rethink how trust works on a personal level.

The attacker did not exploit a CVE. The attacker built an organization. They impersonated the founder of a real company using a cloned identity and plausible outreach. They invited the maintainer into a real Slack workspace that had been carefully branded to look legitimate, with channel activity, linked social content, and what appeared to be team profiles and other open source maintainers as fake members. They moved the conversation to a Microsoft Teams meeting populated with what looked like multiple participants. By the time the attacker requested any action that touched the maintainer’s npm account, the social proof was overwhelming.

This is the highest-effort npm supply chain operation publicly disclosed since the 2024 XZ Utils backdoor, and it is qualitatively different. XZ was patient identity laundering across years. The Axios attack was patient identity laundering across weeks, with a fake Slack workspace and a fake Teams meeting standing in for years of GitHub commits. The bar to compromise a heavily-used open source maintainer just dropped from “infiltrate the project for two years” to “build a convincing Slack and host one Teams call.”

If you ran npm install against axios 1.14.1 or 0.30.4 in any environment, rotate every secret in that environment now and downgrade to 1.14.0 or 0.30.3. Microsoft Security, Sophos, Huntress, and Malwarebytes have all published detection guidance.



Cisco: Trivy Supply Chain Plus a Salesforce Extortion in the Same Month

Cisco took two distinct hits in roughly the same window. The first was a supply chain compromise: in March 2026, attackers used credentials stolen via the Trivy supply chain attack to breach Cisco’s internal development environment and clone more than 300 GitHub repositories (BleepingComputer; SocRadar; TechCrunch). The stolen code reportedly included source for Cisco’s AI-powered products and customer code belonging to banks, business process outsourcing firms, and U.S. government agencies.

The second was financial. On March 31, 2026, the same day the Axios story broke, ShinyHunters published an extortion post claiming theft of over 3 million Salesforce records from Cisco containing personal data, alongside GitHub repository contents, AWS bucket data, and other internal corporate assets (Hackread; Cybernews; SC Media). The deadline for payment was set for April 3, 2026. Cisco has not publicly confirmed the ShinyHunters claim. The Trivy-linked source code theft is on firmer reporting ground.

Two breaches in two weeks, one supply chain and one SaaS, both targeting one of the most security-mature vendors in the industry. If Cisco can be hit twice in a month through these vectors, the question of whether your own organization is hit through them is mostly a question of whether anyone is bothering to look.



Mercor: The Single Vendor Sitting Inside Every Frontier AI Lab’s Training Pipeline, Breached Through the LiteLLM Open Source Library

Of every incident in this chronicle, Mercor is the one most people outside the AI industry have never heard of, and it is also the one most likely to turn out to matter most. Mercor is a two-year-old AI recruiting and training-data startup valued at approximately $10 billion following a $350 million Series C round led by Felicis Ventures in October 2025. Its customers include OpenAI, Anthropic, and Meta (Fortune; TechCrunch; Cybernews). Which means one 2026 supply chain compromise against Mercor touches the training data pipelines of three of the largest frontier AI labs in the world simultaneously.

The attack chain is the cleanest example in this entire article of how upstream open source trust gets turned into downstream enterprise extortion. A threat actor tracked as TeamPCP compromised LiteLLM, a widely-used open source library that developers use to plug their applications into AI services and which is downloaded millions of times per day, and planted credential-harvesting malware inside it (The Register; SecurityWeek; BankInfoSecurity). The malicious code was live for hours before being identified and removed. Mercor has said it was “one of thousands of companies affected” by the LiteLLM compromise. What makes Mercor the headline victim is not that it was uniquely vulnerable. It is that the harvested credentials led into an environment holding the AI industry’s single most sensitive shared asset: training data, labeling protocols, and data selection criteria that the three largest frontier labs have each spent years and billions of dollars developing.

Lapsus$ subsequently claimed responsibility for the downstream Mercor breach on its leak site and published samples (TechCrunch; PureWL; Cybernews). The claimed haul is approximately 4 terabytes of data, broken down as roughly 211 GB of database records, 939 GB of source code, and 3 TB of storage including candidate profiles, personally identifiable information, employer data, API keys, internal Slack dumps, ticketing system exports, and, most disturbingly, videos purportedly showing conversations between Mercor’s AI systems and the contractors those systems were training. That last category is the part that should be getting more attention. It is not just data about training data. It is footage of the training process itself.

Note the cluster convergence here. Lapsus$ is one of the three legs of the Scattered LAPSUS$ Hunters (SLH) alliance described earlier in this article. The Mercor breach, the Rockstar Games breach via Anodot, the Cisco Salesforce extortion on March 31, and the broader ~400-organization Salesforce mega-campaign are all, in varying combinations, operations by the same new apex-predator criminal alliance. The pattern is no longer that a handful of unrelated groups happened to have a big quarter. It is that one newly-merged criminal collective is running an industrial-scale SaaS-and-supply-chain extortion campaign across every sector of the global enterprise, and Mercor is the AI-industry-specific node of that campaign.

Business impact to date. Meta has paused its contracts with Mercor indefinitely. Five Mercor contractors have filed lawsuits alleging personal data exposure. Other large customers are reportedly reassessing the relationship (TechCrunch; Strike Graph). For a two-year-old company at a $10 billion valuation whose entire business model is being the trusted data middleware between contractors and frontier AI labs, losing the trust of one of those labs is an existential event. Losing the trust of all three would be the end.

The structural observation worth pausing on. The global frontier AI industry, in 2026, is effectively running on a shared data pipeline provided by a small number of vendors most of the public has never heard of. Mercor is one of those vendors. Its compromise demonstrates that the AI labs are not in fact the perimeter that matters. The perimeter that matters is the identity and integrity of every upstream dependency in the data pipeline, and most of those dependencies are either two-year-old startups or open source libraries maintained by a handful of developers. This is the same structural problem the rest of this article keeps circling: the modern enterprise no longer has a defensible boundary, only a chain of trust relationships, any of which can be turned. The AI industry inherited that same architecture and is learning the same lesson in real time.



Oracle Cloud: 6 Million Records, 140,000 Tenants, and a Denial That Did Not Quite Hold

On March 21, 2026, a threat actor using the handle “rose87168” began offering for sale 6 million records extracted from Oracle Cloud, with claims that more than 140,000 Oracle Cloud tenants were potentially affected (eSecurityPlanet; Cybersecurity Dive; FINRA). The breach was tied to CVE-2021-35587, a vulnerability in Oracle Access Manager and the OpenSSO Agent component of Oracle Fusion Middleware, used to compromise Oracle’s Single Sign-On and LDAP systems.

Oracle’s initial public response denied that its main cloud platform had been breached. Oracle subsequently acknowledged that an unauthorized party had accessed its legacy cloud environment, characterizing the affected systems as “obsolete servers” (CSO Online). The HIPAA Journal later reported that up to 80 hospitals were potentially affected by data exposure tied to the same incident, and Parexel International confirmed that a security flaw in Oracle’s cloud infrastructure had affected its Oracle OCI E-Business Suite environment (HIPAA Journal).

The pattern here is the one we used to call “shadow legacy” and have apparently stopped warning about. Hyperscale cloud providers carry quiet inheritances of older platforms that customers were moved off of years ago, but whose operational shells were never actually decommissioned, and the line between “main cloud” and “legacy cloud” is meaningful in marketing copy and meaningless to an attacker who finds a working credential.



Rockstar Games: The SaaS Pivot Becomes a Genre

On the financially-motivated side of the wave, ShinyHunters claimed in early April 2026 to have breached Rockstar Games. Rockstar publicly confirmed a “third-party data breach” and characterized the accessed information as “limited” and “non-material” (Engadget; Tom’s Hardware). ShinyHunters tells a different story.

ShinyHunters did not directly compromise Rockstar’s internal infrastructure. They compromised Anodot, a third-party SaaS platform Rockstar uses for cloud cost monitoring, lifted authentication tokens from inside Anodot’s environment, and used those tokens to authenticate into Rockstar’s Snowflake instance (Hackread; BleepingComputer; TechRadar; Kotaku; PC Gamer). The ransom note posted to ShinyHunters’ leak channel reads in part: “Rockstar Games, your Snowflake instances were compromised thanks to Anodot.com. Pay or leak. Final warning to reach out by 14 Apr 2026.”

The deadline is two days from the date of this article. Whatever ends up published, the structure of the attack is the part worth remembering: a small SaaS analytics vendor most people have never heard of became the access path into one of the most valuable creative IP environments on the planet, weeks before the most anticipated game launch in industry history.

This is the same playbook that produced the 2024 Snowflake wave. It is not new. It has just been refined and aimed at higher-value targets, and it is going to keep working until the SaaS-to-data-warehouse trust chain gets re-architected end to end.



European Aviation, April 6: 1,600 Flights and Four Hub Airports in a Single Afternoon

On April 6, 2026, a cyberattack on aviation IT systems used by major European hubs took down check-in, baggage handling, and boarding at Heathrow, Charles-de-Gaulle, Frankfurt, and Copenhagen simultaneously (The Traveler; National Today; VisaHQ; BlackFog on Collins Aerospace). More than 1,600 flights across the continent were cancelled or delayed on April 6 alone, with at least 13 cancellations at Heathrow by the afternoon of April 4 as the disruption ramped up. Staff reverted to manual check-in and paper boarding passes, a procedure most ground crews under thirty have never been trained on.

The vector reportedly traces back to Collins Aerospace’s MUSE (Multi User System Environment) platform, the shared check-in and boarding software used across many European airline operations, which had already absorbed a separate ransomware attack in September 2025 that knocked Collins offline and produced widespread Air France and KLM customer data exposure. The 2026 incident is, in effect, the second time in roughly six months that the same upstream aviation software supplier has produced a continent-scale outage.

The wider context, from the European Union Aviation Safety Agency: EASA documented a 600 percent spike in aviation cyberattacks between 2024 and 2025, with airports worldwide absorbing roughly 1,000 cyberattacks per month by the end of that period. The April 2026 event is not an outlier in that environment. It is the largest visible surface of a much wider, much quieter trend in which the entire global aviation IT stack is starting to look load-bearing on a small number of single-vendor dependencies that no individual airport security team can defend in isolation.



The China NSCC Breach: If Even Half True, This May Be the Largest Single Exfiltration Event in the Recorded History of Computing

I am putting this section in the middle of the article rather than at the top because the sourcing is uneven and the verification status is unsettled, but in the long view this is the incident a historian will most likely circle and underline.

Around early February 2026, a hacker operating under the alias FlamingChina began posting samples on Telegram of what they claimed was a multi-petabyte data set exfiltrated from the National Supercomputing Center (NSCC) in Tianjin, one of the central Chinese state computing facilities, which provides infrastructure services to more than 6,000 clients including advanced science institutions and Chinese defense agencies. By April 8, 2026, mainstream Western press had picked up the story and reported the same basic claim from the actor: approximately 10 petabytes of sensitive data, equivalent to roughly 10,240 terabytes, extracted over a six-month period through a compromised VPN domain into NSCC’s environment, with a botnet quietly siphoning data out without detection (CNN; Tom’s Hardware; TechRadar; SC Media; Security Magazine; BGR; Tech Startups; Vision Times; Computing.co.uk; Security Affairs).

The samples that have been circulated reportedly include documents marked “secret” in Chinese, along with technical files, animated simulations, and renderings of defense equipment including bombs and missiles. The named provenance of some of the material includes the Aviation Industry Corporation of China and the National University of Defense Technology. CNN spoke with multiple cybersecurity experts who reviewed the samples and assessed them as appearing genuine, while noting that independent verification of the full dataset has not been possible. Some researchers have suggested the 10 petabyte figure may be inflated for commercial leverage on BreachForums, and the actor is reportedly offering a limited preview for thousands of dollars and full access for hundreds of thousands, payable in cryptocurrency.

Take a moment with the scale. Ten petabytes is, in rough terms, equivalent to two billion photographs, or the entire textual content of the public web several times over. It is the contents of roughly ten thousand decent laptops. Even if the actual exfiltration turns out to be one tenth of the claim, the resulting one petabyte event is still in a category by itself, larger than essentially any single named breach in the public history of cybersecurity. And the target is not a marketing database. It is a state supercomputing facility hosting work for Chinese defense academia and aviation industry programs.

A few things make this incident historically interesting beyond the size. First, it is one of the very rare cases of a major Chinese state computing facility being publicly breached and looted from outside. The historical asymmetry of major reported breaches has run heavily in the other direction, with Chinese state actors as the named operators against Western targets. If the FlamingChina claims hold up even partially, the symmetry has shifted. Second, the access vector reported, a compromised VPN domain followed by a long-dwell botnet quietly exfiltrating over six months without detection, is the same pattern Western incident response teams describe in their worst nation-state engagements. The defenders’ problems and the attackers’ problems are starting to look like the same problem. Third, and most quietly, the U.S. mainstream press picked the story up for a single news cycle in early April and then mostly let it go. A potential record-breaking exfiltration event from a Chinese state supercomputer is the sort of thing that, in any prior decade, would have produced sustained reporting for weeks. In 2026 it produced a few articles, a flurry of trade press coverage, and then quiet.

The Chinese government has not publicly acknowledged the incident. The samples remain in circulation. The claim remains unverified at full scope. The historical importance remains, in the meantime, suspended in exactly the kind of partial information state where most genuinely unprecedented events live for a while before they finally get named.



Background Radiation: Volt Typhoon and Salt Typhoon Are Still Resident, and the 2026 Wave Is Sitting on Top of Them

It would be a mistake to read the 2026 wave as a bolt from the blue. It is more useful to read it as the visible surface of a longer pre-positioning campaign that has been quietly running underneath the public-facing incidents for years. Two Chinese state-aligned actor clusters, Volt Typhoon and Salt Typhoon, are the relevant background.

Volt Typhoon, attributed to the People’s Republic of China and active since at least mid-2021, has been documented inside U.S. critical infrastructure across communications, manufacturing, utility, transportation, construction, maritime, government, IT, and education sectors (CISA AA24-038A; Microsoft Security). The U.S. Intelligence Community has assessed publicly that Volt Typhoon’s targeting carries limited espionage value and is instead consistent with prepositioning to disrupt U.S. infrastructure in the event of a future crisis, particularly in Guam and near U.S. military bases in the Pacific. The International Institute for Strategic Studies published “Volt Typhoon’s long shadow” in January 2026, noting that researchers warn the group remains embedded in U.S. utilities and that some compromises may never be fully discovered (IISS; The Record).

Salt Typhoon is the parallel telecom-focused cluster, attributed to China’s Ministry of State Security, responsible for the high-profile compromises of multiple major U.S. telecommunications carriers that surfaced in late 2024 and continued through 2025, including reported access to lawful intercept systems used by U.S. law enforcement (Congress.gov; Wikipedia overview). Both groups are still active in 2026.

The reason these two names belong in this article, even though their public disclosures predate the 2026 incidents catalogued above, is that they describe the baseline inside which the 2026 wave is happening. The named 2026 incidents are not the entire picture. They are the visible surface. Underneath them, in U.S. utilities and telecommunications infrastructure, there are pre-positioned implants that the relevant federal agencies have publicly stated may never be fully evicted. The historian sitting in 2050 reading this period is going to want to know that the surface events of the first hundred days of 2026 occurred against a background in which the deeper infrastructure had already been quietly compromised for years. That is the kind of context that gets lost when each incident is reported as if it were the first.



Honda: A Quieter, Slower Bleed

Honda’s 2026 has been a slow drip rather than a single event. The reporting describes a sequence of distinct incidents: API flaws in Honda’s e-commerce platform that exposed customer data, dealer panel data, and internal documents (BleepingComputer; SecurityWeek); a password reset flow exploit that exposed additional data (Cybersecurity Tribe); and a Clawson Honda dealership data breach claimed by the PLAY ransomware group that exposed names, Social Security numbers, addresses, driver’s license data, and dates of birth, with notification letters going out as recently as April (Claim Depot).

None of these are individually catastrophic. Stacked together they tell a familiar story about a manufacturing giant whose attack surface has outgrown its security maturity, and they belong in the wave count.



Everything Else, Compressed

The named incidents above are just the ones that broke through. The full first-quarter 2026 list is much longer. Brief Defense, PKWARE, Cybersecurity News, ACI Learning, and CSIS are all maintaining 2026 incident timelines, and the pattern is consistent.


	January 2026: Illinois and Minnesota state systems exposed personal data on nearly one million people; the Match family of dating apps was breached by ShinyHunters; Eurail confirmed unauthorized access; researchers found a 149-million-record database publicly exposed via cloud misconfiguration; Microsoft January Patch Tuesday shipped 115 fixes including the Office bug APT28 began exploiting within days; Nike investigated a possible cyber attack after WorldLeaks claimed 1.4 TB of internal company data on January 24; Red Hat suffered a private GitHub and GitLab compromise by the Crimson Collective, with roughly 570 GB exfiltrated from over 28,000 internal repositories including approximately 800 Customer Engagement Reports containing infrastructure details and credentials for large enterprise clients; Pickett USA breach exposed sensitive engineering data linked to U.S. utilities; ShinyHunters / SLH vishing campaigns targeting enterprise SSO environments including Okta surged in early-to-mid January.

	February 2026: BridgePay, a payments platform serving city governments, was hit by ransomware; Odido disclosed unauthorized access affecting up to 6.2 million customers; Change Healthcare, a UnitedHealth subsidiary, was hit again, this time by AlphV/BlackCat; Cisco disclosed that a critical Catalyst SD-WAN vulnerability (CVE-2026-20127, CVSS 10.0) had been actively exploited since 2023; APT28 was observed weaponizing CVE-2026-21509 against Ukrainian and EU government targets; the FBI detected abnormal activity (Feb 17) on the internal network it uses to manage wiretaps and surveillance, eventually classified as a “major incident” on March 23; the 2026 Winter Olympics opened in Milan and Cortina d’Ampezzo and pro-Russian DDoS group NoName057(16) began hitting Italian Olympic infrastructure, several national Olympic committees (Lithuania, Poland, Spain), the Cortina d’Ampezzo tourism site, and Milan Malpensa Airport; University of Mississippi Medical Center closed clinics following a ransomware attack and reverted to manual patient care; France’s National Bank Account Registry (FICOBA) was hit through credential weakness exploitation; Iron Mountain, Panera Bread, SmarterTools, Step Finance, and Advantest Corporation all absorbed publicly disclosed incidents.

	March 2026: Stryker wiper event (March 11); Microsoft published the “Help on the line” report on a Teams-vishing initial access pattern (March 16); Oracle Cloud “rose87168” listing (March 21); Lockheed Martin / 28-engineer doxxing claims (March 23); European Commission Europa cloud platform breached (March 24); Kash Patel personal email dump (March 27); Cisco Trivy supply chain breach surfaces; TeamPCP compromises the LiteLLM open source library in a supply chain attack that propagates to “thousands of companies” including Mercor, the $10B AI training-data vendor whose customers include OpenAI, Anthropic, and Meta; Axios npm hijack (March 31); ShinyHunters Cisco Salesforce extortion post (March 31); Mercor discloses the security incident publicly on March 31 / April 1; FlamingChina samples from the Tianjin NSCC breach circulate widely on Telegram and BreachForums following early-February initial postings.

	April 2026 so far: Google Threat Intelligence Group attributes Axios npm compromise to UNC1069 / North Korea (April 1); Axios maintainer post-mortem published (April 2); Fortune confirms the Mercor breach publicly (April 2), with Lapsus$ claiming 4 TB of exfiltrated data including ~211 GB database records, ~939 GB source code, and ~3 TB storage covering candidate PII, employer data, API keys, Slack dumps, and videos of Mercor AI systems talking to contractors; Meta pauses all AI data training contracts with Mercor indefinitely, five Mercor contractors file lawsuits over personal data exposure; DOJ confirms the FBI internal “major incident” classification publicly (early April); a continent-wide aviation IT attack on April 6 cripples check-in, baggage, and boarding at Heathrow, Charles-de-Gaulle, Frankfurt, and Copenhagen, cancelling or delaying more than 1,600 flights in a single day, traced to the Collins Aerospace MUSE platform that had already been hit in September 2025; on April 7, U.S. Treasury Secretary Scott Bessent and Federal Reserve Chair Jerome Powell convene an emergency in-person meeting in Washington with the CEOs of Goldman Sachs, Citigroup, Morgan Stanley, Bank of America, and Wells Fargo to brief them on the cyber risks posed by Anthropic’s Mythos AI model, which has identified thousands of previously-unknown zero-day vulnerabilities in every major operating system and web browser; Rockstar Games confirms third-party breach via Anodot/Snowflake (early April); Snowflake itself confirms “unusual activity” affecting more than a dozen customer accounts linked to the Anodot integration; ShinyHunters sets April 14 ransom deadline and tells reporters they had Anodot access “for some time” and had also tried (and failed) to breach Salesforce directly; FlamingChina supercomputer claims surface in mainstream Western press (CNN, Tom’s Hardware, TechRadar, BGR, around April 8-10); National Public Data successor breach surfaces with roughly 2.9 billion records of personal information sold for 3.5 million dollars on the dark web; Yale New Haven Health System discloses breach affecting 5.5 million patients; HIPAA Journal links up to 80 hospitals to the Oracle Cloud incident; March 2026 ransomware activity totals 672 incidents in a single month, with Qilin, Akira, and DragonForce alone accounting for roughly 40 percent.



By the time you finish counting the named incidents above, you are well past forty, and the count does not include the 300 to 400 organizations swept up in the SLH Salesforce mega-campaign or the roughly 1.5 billion Salesforce records estimated stolen across that single operation. Nor does it include the 672 ransomware incidents that ransomware tracking firms recorded in March 2026 alone, with Qilin, Akira, and DragonForce accounting for about 40 percent of that single-month total. Nor does it include the dozens of smaller school district, municipal, and healthcare ransomware events that have become so routine they no longer make national news. The 2025 baseline already showed publicly disclosed ransomware attacks rising 49% year-over-year to 1,174 incidents, with healthcare absorbing 22% of the total. The 2026 first-quarter pace, on the trajectory above, is comfortably on track to make 2025 look quiet.



A Curious Question: Why Is the Public Conversation So Quiet?

This is the part of the notebook where the historian’s voice has to be honest about what it does not fully understand. The events above are real. The volume is real. The pattern is real. The relative quietness around them in mainstream Western public discourse is also real, and it is genuinely puzzling rather than obviously sinister. Several plausible explanations sit on the table at once, and the honest move is to lay them out without insisting on any of them.

One possibility is that attribution to a state actor has become professionally expensive. Calling a Handala wiper event an Iranian intelligence-linked destructive operation against a U.S. medical device company, or calling the FlamingChina supercomputer leak what it might be, takes on political weight that practitioners and vendors increasingly prefer to avoid. Analysis gets softened to “threat actor” or “sophisticated adversary,” and the geopolitical reading gets edited out without anyone deciding to edit it out. That softening is not a conspiracy. It is the cumulative effect of many small commercial choices that each individually seem reasonable.

A second possibility is that the SaaS supply chain story is uncomfortable for the security industry to dwell on, because the industry sells into it. Saying out loud that the modern enterprise no longer has a defensible perimeter, only a long chain of vendor trust relationships that can be turned at any link, is also saying that the security stack the industry shipped last quarter cannot stop the attacks the industry is supposed to be talking about this quarter. That is a hard public message to deliver from inside a vendor.

A third possibility is much simpler and possibly the most powerful. The news cycle has trained the public to bounce off cyber stories. The audience has already absorbed Equifax, OPM, Yahoo, SolarWinds, NPD, and Snowflake, and the marginal shock of “another one” has flattened. When the marginal shock is flat, even genuinely unprecedented events struggle to land. Practitioners know this, so they save their breath. The silence may be less an act of suppression than an act of fatigue.

A fourth possibility is the one this notebook keeps circling back to. The parallel acceleration on the AI side of the industry is awkward to discuss in the same paragraph as the offensive incidents, because every cybersecurity vendor is currently racing to ship “AI-powered” defense. It is commercially uncomfortable to put the two lists on the same page, even if no one in particular is forbidding it. The absence of that pairing is, at minimum, a strange thing to notice in the historical record.

A historian writing in 2050 about the first hundred days of 2026 will probably find all four of these explanations partially true and none of them fully sufficient. What that historian will almost certainly notice, more than any single explanation, is the gap itself, and more specifically the layered nature of the gap. The April 7 meeting between the Treasury Secretary, the Fed Chair, and the CEOs of the largest U.S. banks proves something crucial about that layering. The silence has not fully held at the highest levels of the U.S. government. Bessent and Powell are clearly not in the dark, and neither are the people they briefed. What has held is the silence in the public discourse, in the mainstream press, in the day-to-day conversations practitioners have with their boards and their customers. The information is moving in private. It is just barely moving in public. A period that, on the evidence, looks unprecedented in the history of computing security passed through real-time public discourse without producing the kind of sustained, coherent, named conversation the events seem to deserve, and yet behind closed doors at the highest levels of financial regulation, the conversation is clearly happening. That asymmetry is the most interesting object in this entire notebook.

If you work in this field and the last hundred days have felt strange to you, you are not imagining it. Something genuinely unusual is happening, and the unusualness of how quietly it is happening may, in the long view, be the most historically interesting layer of all. Naming the gap, even gently, is a small contribution to making sure the period eventually gets the documentation it deserves.
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