








  Phil's Weekly Digest: Issue 11 (2026)

  Phil Wornath



Phil's Weekly Digest: Issue 11 (2026)
	An FAQ on Reinforcement Learning Environments
	summary	fun standup comedy set on the topic
	what does it mean for my profession (design / hacker / innovator)
	add some book recommendations
	What are RL environments and tasks?
	How are RL environments used by labs?
	Which companies build RL Environments?
	How much do environments and tasks cost?
	What domains do RL environments cover?
	What are the top priorities and challenges?


	Federal Cyber Experts Thought Microsoft’s Cloud Was “a Pile of Shit.” They Approved It Anyway.
	summary (100-150 words ## explain me like i’m five)	fun standup comedy set on the topic (sell it to me, make fun of it)


	Some Things Just Take Time
	summary (100-150 words )	fun standup comedy set on the topic (sell it to me, make fun of it)
	Friction Is Good
	Vibe Slop At Inference Speeds
	My Time


	The Pleasures of Poor Product Design
	The Plumbing of Everyday Magic
	summary (100-150 words )	fun standup comedy set on the topic (sell it to me, make fun of it)
	what does it mean for my profession (design / hacker / innovator)
	add some book recommendations
	Falling Into Trap Doors
	The Seduction of a Puzzle
	Creative Flow
	Journeyship
	The Divide
	Surface-Level Artifacts
	Malleable Documents
	“We Already Have Frameworks”
	The Web We Want


	The optimized self and the life that got away
	summary (100-150 words )	fun standup comedy set on the topic (sell it to me, make fun of it)
	what does it mean for my profession (design / hacker / innovator)
	add some book recommendations
	Weber’s ghost in the supplement aisle
	Experience becomes data
	Productivity eats leisure
	Converging toward the mean
	Borges didn’t have a content strategy


	Why I may ‘hire’ AI instead of a graduate student
	summary (100-150 words )	fun standup comedy set on the topic (sell it to me, make fun of it)
	More from Careers





  
    	
      Title Page
    

    	
      Cover
    

    	
      Table of Contents
    

  




An FAQ on Reinforcement Learning Environments

Source: https://epoch.ai/gradient-updates/state-of-rl-envs

Authors: [[Jean-Stanislas Denain and Chris Barber]]

Published:

Description: We interviewed 18 people across RL environment startups, neolabs, and frontier labs about the state of the field and where it’s headed.

Tags:

Book Recommendations:






summary

Frontier AI labs are pouring billions into RL environments to train advanced models, fostering "reasoning" through verifiable tasks. These environments, initially focused on math and coding, are rapidly expanding into complex enterprise workflows like navigating Salesforce or managing spreadsheets. Key challenges include preventing "reward hacking"—where models game the system—and scaling task creation without sacrificing quality, which demands expert management and sophisticated quality control. A burgeoning market has emerged, involving specialized startups, traditional data providers, in-house lab teams, and product company partnerships. Costs vary, but investment is escalating as labs push for longer-horizon, multi-turn AI capabilities, making this sector critical for future AI progress.


fun standup comedy set on the topic

Alright folks, so apparently, the future of AI isn’t just about robots taking our jobs, it’s about robots… filing our expense reports! Yes, you heard that right. Forget Skynet, we’re talking about Agent Salesforce, tirelessly navigating simulated CRMs. And get this: labs are spending billions on these ‘environments.’ Billions! For a digital playground where AI learns to not cheat! Because apparently, our future overlords, before they conquer the world, first need to learn how not to ‘reward hack’ a unit test. You know, like a kid who finds the answer key under the teacher’s desk. Except the teacher is an automated LLM judging against a rubric. It’s so expensive, they’re paying experts $2,000 per task. I can barely get my roommate to do one chore for twenty bucks, and these AI models are getting thousands to learn how to click buttons! And the biggest challenge? Scaling it without ‘sacrificing quality.’ So basically, they need to mass-produce complex digital worlds, but without any bugs. Good luck with that, I hear Cyberpunk 2077 tried a similar strategy. The future is here, and it’s a Docker container filled with enterprise workflow tasks, and a very stressed AI trying to figure out how to submit a report without cheating.


most striking interesting quotes


	"by training LLMs on a wide range of verifiable tasks across different environments, “the LLMs spontaneously develop strategies that look like ‘reasoning’ to humans.”" - Andrej Karpathy

	"Reward hacking is a big issue. The model might cheat by searching up a solution, or if you’re not careful with how you script the repo, by checking out future commits."

	“You don’t necessarily need to be an AI researcher, but perhaps a very heavy Claude Code user, a prompt whisperer like Riley Goodside, can be better at figuring out what the frontier is than an AI researcher.”






what does it mean for my profession (design / hacker / innovator)


	Designers: This article highlights the critical need for designing interfaces and workflows not just for humans, but specifically for AI agents. This involves creating structured representations (like DOM or accessibility trees), clear action spaces, and—crucially—building robust, verifiable grading mechanisms into every system. Designers must anticipate "reward hacking" and build resilience into interfaces and feedback loops for multi-turn agent interactions.

	Hackers/Innovators: A significant new market is opening up for building these complex RL environments and tasks. The focus shifts beyond pure ML research to practical engineering, deep domain expertise, and "prompt whispering"—the art of crafting tasks that elicit desired behaviors and are robustly evaluable. Innovators should target tools and platforms that enable high-quality task creation at scale, prevent gaming of the system, and support the development of longer-horizon, compositional AI skills across diverse, complex domains like enterprise software.





add some book recommendations


	[[Reinforcement Learning An Introduction - Richard S Sutton and Andrew G Barto]]

	[[Superintelligence - Nick Bostrom]]

	[[Designing Machine Learning Systems - Chip Huyen]]




fitting twitter post

Anthropic spending $1B on RL environments? AI agents are learning "reasoning" by navigating Salesforce & filing reports! The real challenge: preventing "reward hacking" & scaling quality. A huge new market for "prompt whisperers" & domain experts. #RL #AI #LLMs #FrontierAI #Tech This post is a collaboration between guest author Chris Barber and JS Denain from Epoch AI.

Reinforcement learning (RL) environments have become central to how frontier AI labs train their models. In September 2025, The Information reported that Anthropic had discussed spending over $1 billion on RL environments over the following year. As Andrej Karpathy put it in his 2025 year-in-review: by training LLMs on a wide range of verifiable tasks across different environments, “the LLMs spontaneously develop strategies that look like ‘reasoning’ to humans.”

This wave of RL for capabilities started with OpenAI’s o1, which was trained on math and coding problems with verifiable answers. Since then, labs have expanded the range of tasks they train on, all the while scaling the amount of compute spent on RL training.

Without diverse, high-quality environments and tasks to train on, throwing more compute at RL risks wasting much of it. As a result, creating those tasks and environments has become a key bottleneck for scaling capabilities, and a growing market that remains largely behind closed doors.

To understand the emerging industry of building environments and tasks that labs use to RL-train their models, we interviewed 1 18 people across RL environment startups, neolabs, and frontier labs. We asked them what RL environments and tasks look like, how labs use them, what makes a good one, and where the field is headed.

Main takeaways:


	Enterprise workflows are a major growth area. Math and coding tasks came first, but we’re now seeing significant growth in enterprise workflows: tasks like navigating Salesforce, filing reports, or manipulating spreadsheets.

	Reward hacking is a top concern. Interviewees consistently cited robustness against reward hacking as a key quality criterion. Models find ways to game graders, and preventing this requires extensive iteration on both environments and tasks.

	Scaling without sacrificing quality is hard. A major challenge is scaling the quantity of environments and tasks without sacrificing quality. The hard parts are management (coordinating a growing number of task builders) and maintaining good quality assessment processes. [image: newsletter-icon]



Get the latest from Epoch AI Subscribe




What are RL environments and tasks?

In modern reinforcement learning for language models, the model is given a task to accomplish and a set of actions it can take. The model attempts the task, and a grader (typically automated, such as a unit test or an LLM judging against a rubric) assigns a score to its attempts. These scored attempts are then used to update the model’s weights, reinforcing successful strategies.

The RL environment is defined by the set of actions the model can take (running code, thinking out loud, clicking buttons, searching documents) and the surrounding context that determines the effect of these actions (environment variables, file systems, the state of a simulated application). In practice, the environment is often delivered as a Docker container, but not always 2.

Each task consists of a prompt instructing the model to achieve an objective, and a grader that determines whether (or to what extent) the objective was met. Terminology in this space isn’t fully standardized, and the boundary between “environment” and “task” is somewhat fuzzy 3. In this piece we discuss both environments and tasks, since they’re often built and sold together.



Here are some examples of environments and the kinds of tasks they could support:


	A git repository, with tasks like fixing a bug so that unit tests pass, similar to benchmarks like SWE-bench Verified. The task specifies a git repository at a specific commit with a failing test suite; the environment provides the operating system and tools to interact with the repo; the grader runs the tests and checks that they pass.

	An Airbnb clone, with tasks like finding the cheapest two-bedroom listing in a given city for specific dates. The environment is a simulated website with realistic listings, prices, and filters; the agent sees a structured representation of the page (like a DOM or accessibility tree) and outputs actions like clicking elements or typing into fields. The grader verifies the final answer.

	A Bloomberg terminal clone, with tasks like finding the 5-year compound annual growth rate for a list of companies. The environment simulates the terminal’s interface and data; the grader checks whether the returned figures match the correct values.

	An Excel clone, with tasks like creating a pivot table showing revenue by region from a raw dataset. The environment provides a spreadsheet application with realistic functionality; the grader compares the output against a reference solution.



For computer use environments like the Excel clone, a single environment might support hundreds of different tasks. For coding environments, it’s more common (but not always the case) for each environment to contain just one task, since setting up a repo state is relatively cheap 4.



How are RL environments used by labs?

Each environment and task can be used in three main ways: for reinforcement learning, for benchmarking, or for supervised fine-tuning on trajectories that solve the task.

Reinforcement learning remains the primary use case. As one RL environment startup employee put it: “RL is the main use. We have some requests for creating envs for benchmarking. I’d say perhaps 10-20x more the former vs the latter.” One difference is that benchmarks are typically built for single-turn evaluation, whereas there’s growing interest in RL environments that capture multi-turn interactions between agent and user.

Environments are also used to generate data for supervised learning, by using successful RL trajectories as training examples during midtraining. One interviewee noted: “While it might not drive purchasing today, a well-designed environment can be used as an effective mechanism for synthetic data generation. I feel this will be increasingly important as env development matures and designers target this use-case.”

An interviewee noted that supervised fine-tuning (SFT) had been growing especially for interleaved thinking and tool calling. With SFT, you can choose a single good trajectory and train on that, whereas RL requires multiple trajectories with enough differentiation between them to provide a learning signal. This makes SFT more practical when it’s relatively easy to produce good trajectories but hard to get a reliable grader or enough variation between attempts.

Usage patterns also vary by lab. One RL environment startup founder noted that trailing labs tend to be more interested in SFT than RL: “It’s quite hard to get your really large scale RL pipelines and it’s easy to throw stuff into your SFT mix.”

RL environment companies don’t always have full visibility into how their products are ultimately used, and usage likely changes over time as labs’ training pipelines evolve. As one founder put it when asked how customers use the environments they build: “To what extent are they using it to generate gold trajectories 5 versus doing RL? I think that would be pretty hard to answer.”



Which companies build RL Environments?

A growing number of specialized startups focus specifically on building RL environments. They cover a range of domains, from software engineering tasks to computer use to math and finance. Chris compiled a list of startups in this space here.

Traditional data providers like Mercor, Surge, Handshake, and Turing, who used to primarily provide human-labeled data, now also sell RL environments. Part of what you pay for is their QA processes and supervision infrastructure, but as one founder put it, the main value add is “they have the guys”: if you need to scale up task creation quickly, they can staff a project faster than you could hire in-house.

In-house teams at model developers are also building environments (cf. job postings by xAI or Anthropic). This includes both frontier labs and neolabs like Cursor, who can leverage user data to build training tasks. One founder noted there’s been “substantially more in-housing” recently, as labs build out their own data teams. Reasons to do things in-house include avoiding margins paid to vendors, keeping training priorities confidential, and having direct expertise in some domains like AI research.

Finally, product companies are natural partners for building environments around their own software. If you’re Salesforce or Slack, you understand your product’s interface and edge cases better than anyone. We’re seeing a wave of partnerships between labs and product companies: Benchling and Anthropic for biology workflows, OpenAI with Shopify and Stripe for shopping, OpenAI’s recent health integrations. While we don’t know the exact details of how these partnerships work, it seems likely that the product companies are often at least collaborating on environment or task creation. In some cases, though, companies are hostile to agent traffic: Amazon has sued Perplexity over its agentic shopping tool and blocked most AI agents from accessing its site.



How much do environments and tasks cost?

Costs are highly variable, depending on the domain, complexity, and number of tasks.

Contract sizes are often six to seven figures per quarter. For example, one RL environment founder noted that contracts are often seven figures per quarter or more. A neolab researcher mentioned seeing contracts in the $300k-$500k range, adding that it varies a lot depending on the number of tasks.

Environment costs depend on fidelity. SemiAnalysis reported that website replicas (“UI gyms”) cost around $20k each. But higher-quality replicas of complex products like Slack can cost significantly more: one interviewee mentioned figures around $300k for these.

Task costs also vary, but multiple interviewees agreed on a ballpark of $200-$2,000 per task. As one RL environment founder put it: “I’ve seen $200 to $2000 mostly. $20k per task would be rare but possible.” A neolab researcher confirmed this range aligns with their experience. The $20k figure comes up for especially complex software engineering tasks, but it’s rare. To put task costs in perspective: Mechanize estimates that around $2,400 in compute is spent per task during RL training. This suggests that cheaper, lower-quality tasks might end up wasting that compute.

Exclusivity affects pricing significantly. Environments and tasks can be sold exclusively to one customer or non-exclusively to multiple labs. Two RL environment founders independently agreed that exclusive deals are roughly 4-5x more expensive than non-exclusive ones.

Overall spending in this space is growing rapidly. As mentioned above, The Information reported that Anthropic had discussed spending over $1 billion on RL environments over the following year. However, this is still a fraction of compute costs. OpenAI’s R&D compute spend in 2026 is projected to be around $19 billion, roughly double the 2025 figure. Even accounting for the fact that Anthropic is smaller than OpenAI, compute spending will still dwarf RL environment spending.



What domains do RL environments cover?

Originally, the main domains were mathematics and coding 6. As one neolab researcher put it: “Coding and in some sense math kickstarted all the RL environments explorations. So code and math are most plentiful.”

Mathematics tasks are relatively easy to produce, since you don’t need to build a complex environment, just tasks with verifiable answers. However, emphasis on math may be declining more recently. One interviewee noted that “math might be shrinking,” and an RL environment founder observed that math tasks are easy to create but don’t transfer as well to other capabilities.

Coding remains a major source of demand. It’s a huge market, and there’s already been demonstrated uplift from training on code tasks. We’re also seeing coding environments go beyond SWE-bench-style tasks. One RL environment founder noted: “I’ve seen code environments go from more simple PASS_TO_PASS and FAIL_TO_PASS 7 type SWE-bench Verified tasks more towards being productionized. So how does a SWE actually work in an environment? They have GitHub, they have Linear, they have a code IDE.” A key challenge is that many tasks don’t have clean verification criteria beyond “passes unit tests.” As one neolab researcher noted: “There’s probably many solutions that pass the unit tests. But there’s some nicer solutions that have better trade-offs in terms of your engineering design decisions.” This poses a challenge on the grading front.

One of the major growth areas is enterprise workflows: tasks like filing an expense report, creating a pivot table in a spreadsheet, generating slides from a brief, or navigating a CRM to update customer records. One RL environment founder told us: “I think enterprise workflows are going to explode this year. I think labs index very heavily on what’s valuable and what is quantifiable, and enterprise workflows are perfect for that. By enterprise workflows I mean things that are sometimes computer use (e.g. a specific ERP 8 that has no backend) or sometimes things that involve APIs that can be exposed to an agent and used without computer use.”

Environments for enterprise workflows can take various forms: MCP-style tool integrations, Playwright-style browser interactions, or screenshot-based computer use. Many rely on clones of websites and apps like Slack or SAP. One lab researcher cautioned: “There’s a lot of good reasons to use clones of websites, but what everyone does is vibe code a buggy website which isn’t useful. There’s a large amount of useless bad environments out there for that reason.”

Prime Intellect’s environment bounties give a sense of some of the domains covered by RL environments and how they’re built. They include environments based on prominent benchmarks, environments for interacting with MCP servers, AI research tasks like nanoGPT Speedrunning, and tasks based on questions sourced from textbooks.

Overall, the main directions in the near future are coding and enterprise workflows. Across both, there’s growing interest in longer-horizon tasks. As one RL environment founder put it: “Long horizon is I think the future direction. Having agents do full end-to-end tasks that involve navigating through multiple tabs, browsers, and then submitting something that involves multi-hop steps.”

A few other directions came up in our interviews: training for multi-turn user interactions rather than just single-turn performance, environments that optimize for multiple goals at once, and environments with tooling allowing researchers to inspect and change trajectories to provide feedback.



What are the top priorities and challenges?

Interviewees consistently cited robustness against reward hacking as the most important quality criterion. As one neolab researcher put it: “Reward hacking is a big issue. The model might cheat by searching up a solution, or if you’re not careful with how you script the repo, by checking out future commits 9. It needs to be robust. That’s the minimum.” Another framed it similarly: “Soundness matters most: high reward must mean the task was actually solved, not hacked.” Creating robust graders rarely works on the first pass: as one RL environment founder noted, “It takes many many iterations to check against reward hacking.” Notably, this remains a top priority even though models have become better at not reward hacking over the past year.

Difficulty calibration also matters. Tasks need to be challenging but not impossible, since if the pass rate is 0% or 100%, the model won’t learn 10. Moreover, as one RL environment founder noted: “You don’t want it to be zero percent because then there’s a possibility that the task is infeasible, unless you’ve had another annotator do a blind solve and they succeed.” Multiple interviewees mentioned wanting a minimum pass rate of around 2-3%, or at least one success out of 64 or 128 rollouts.

Beyond individual task difficulty, the overall distribution matters. As one neolab researcher put it: “A very important feature of the RL environment is a smooth gradient: diversity in the difficulty of the tasks.” One person noted you might want a mix: some tasks at 0%, some at 5%, and some at 30%. After some training steps, the 0% tasks become learnable. Once a task reaches around 70% pass rate, you might discard it and move on to harder tasks.

Separately, tasks should also be compositional. As one neolab researcher noted: “The skills should not be disparate tasks, they should be similar to each other and leverage common skills.”

Scaling while maintaining quality is the core operational bottleneck. As Kevin Lu has argued, scaling RL environments is one of the key challenges for continued AI progress. But scaling task creation while maintaining quality is very hard. One RL environment founder noted: “Maintaining quality while scaling is the number one bottleneck that people see. Finding the experts isn’t that hard, but managing them and doing quality control is hard.” A neolab researcher emphasized the management challenge: “It’s not easy to find people to oversee this data construction, the RL environment construction process. The contractors, you need to motivate them. Sure, you’re paying them money. But how do you make sure they’re not just using LLMs? How do you make sure they’re actually verified? Motivating the contractors and doing the quality control is the grunt work.” One RL environment founder noted that their constraint on making more revenue is simply the difficulty of scaling up task creation at the required quality level.

The skills required are a mix of domain expertise, prompting ability, and product sense. Building environments mostly involves engineering skills, but creating good tasks requires something different. As one RL environment founder put it: “Domain knowledge and expert level prompting is more important than ML skills for creating tasks.” A neolab researcher added that product sense matters too: “You want to know how people are actually using these tools.” Having a lot of experience interacting with frontier models is key, as one neolab researcher noted: “You don’t necessarily need to be an AI researcher, but perhaps a very heavy Claude Code user, a prompt whisperer like Riley Goodside, can be better at figuring out what the frontier is than an AI researcher.” Another put it simply: “The people who are probably best at this are the people who create benchmarks that actually get used.”

RL environments have quickly become a major input to frontier AI training. Key challenges include preventing reward hacking and scaling production without sacrificing quality, while demand is growing for enterprise workflows and longer-horizon tasks. This is a fast-moving space, and we expect this picture to look quite different in a year.

Thank you to all the interviewees, as well as to Jaime Sevilla, Josh You, and Lynette Bye for comments and editing help on this piece.







1. We had calls with 9 different people, got text/email input from an additional 9 people, and sanity checks but no input from 4 more people.



2. For example, the environments on Prime Intellect’s environment hub don’t rely on Docker, instead using a more lightweight approach based on their verifiers library. In some domains, for example most mathematics problems, there isn’t even a need for an environment since the model does not have to use tools.



3. In traditional RL terminology, the “environment” encompasses the transition dynamics (how actions affect state), the reward function, and the distribution over starting states. A “task” in that framing is simply a specific starting state. In practice, the way people use these terms varies.



4. Here again, the terminology isn’t fully standardized, and varies across domains: some people use “environment” to refer to a single Docker container with one task; others use it to mean a collection of containers with many tasks.



5. Gold trajectories are human-verified examples of successfully completing a task, which can be used as training data for supervised fine-tuning.



6. In a sense, RLHF and Constitutional AI came before math and coding environments (and, broadening still, physics engines like MuJoCo came even earlier). They both involve training language models with RL, although typically there’s been less emphasis on tool use and environments. In practice, people tend to think of them as separate categories, and the actors involved are often different.



7. In SWE-bench Verified, PASS_TO_PASS refers to tests that should continue passing after the model’s edits, while FAIL_TO_PASS refers to tests that were failing before and should pass after the fix.



8. ERP stands for Enterprise Resource Planning, software used by businesses to manage day-to-day activities like accounting, procurement, and project management. Examples include SAP and Oracle.



9. See here for an example of the model looking at future commits on SWE-bench Verified.



10. RL algorithms like GRPO improve by comparing different attempts at the same task. If one attempt succeeds and another fails, the model learns to favor the successful strategy. But if every attempt gets the same score (all passing or all failing), there’s no signal about which approaches work better.





Federal Cyber Experts Thought Microsoft’s Cloud Was “a Pile of Shit.” They Approved It Anyway.
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summary (100-150 words ## explain me like i’m five)

Imagine the government wants to move all its super-secret papers from old filing cabinets to a super-secure digital locker in the sky, called the cloud. They have a special club called FedRAMP to make sure these lockers are really safe. But then Microsoft, a big locker company, wanted to put its super-secure \“GCC High\” locker in the club. FedRAMP looked inside and said, \“Hey, we can’t see how you keep the secrets safe when they move around!\” They asked for maps, but Microsoft said it was too hard. Even other inspectors whispered that Microsoft wasn’t showing everything. But because lots of government offices were already using the locker, FedRAMP, under pressure, eventually said \“okay\” anyway, with a warning. So now, the government is using a secret locker that even its own safety experts weren’t sure was fully secure. It’s like buying a safe without knowing how the lock works!


fun standup comedy set on the topic (sell it to me, make fun of it)

Alright, alright, settle down folks! You hear about the government’s cloud security? It’s a real knee-slapper! So, the feds have this program, FedRAMP, right? Their job is to be the bouncer for the cloud, making sure only the most secure digital clubs get in. \“Cloud First,\” they said! \“Security First,\” they should’ve said!

Then Microsoft comes along with their \“GCC High.\” FedRAMP asks, \“Hey, can we see your security diagrams? You know, how the data hops from server to server?\” And Microsoft is like, \“Diagrams? Oh, honey, that’s just a ‘spaghetti pie’ of legacy code! We tried, but it’s like asking for a map of my teenager’s bedroom – it’s chaos, but it works!\”

So, FedRAMP’s internal report calls the package a \“pile of shit,\” but then, after years of trying to get answers, and because everyone’s already using it, they just shrug and give it their \“cybersecurity seal of approval\” with a \“buyer beware\” note! It’s less \“security first\” and more \“oops, too late now!\” One expert called it \“security theater.\” And I agree! It’s like going to see a play where the stage is on fire, but the actors just keep going. \“This is fine!\” they say, as sensitive data floats around like confetti at a hackathon!

BOOM SHAKA LAKA, indeed! No wonder Richard Wakeman was celebrating like DiCaprio in Wolf of Wall Street. He probably just realized he could probably get FedRAMP to authorize his old MySpace profile if he tried hard enough!


	most striking interesting quotes (1-3)


	\“The package is a pile of shit.\”


	\“This is not security. This is security theater.\”


	\“We can’t even quantify the unknowns, which makes us very uncomfortable.\”


	what does it mean for my profession (design / hacker / innovator)


	Designers: This highlights a critical failure in the design of security compliance processes and documentation. Designers must advocate for and create clear, intuitive data flow visualizations and encryption explanations. The \“spaghetti pies\” analogy shows the need for design thinking to untangle complex systems into understandable models, ensuring compliance isn’t just a checkbox but a verifiable state. UX for security tools and compliance platforms needs a radical overhaul towards transparency and verifiability.


	Hackers: This article reveals the \“unknown unknowns\” that are prime targets. It validates the suspicion that many \“authorized\” systems may have significant, undocumented vulnerabilities due to insufficient scrutiny. It’s a blueprint for where to look for weaknesses: areas where documentation is weak, assessments are compromised, or legacy systems are poorly integrated into modern cloud architecture. It underscores that FedRAMP authorization isn’t a silver bullet but potentially a false sense of security.


	Innovators: This is a call to arms for developing truly independent, transparent, and automated security assessment tools. Innovations are needed in verifiable encryption auditing, automated data flow mapping, and immutable ledger-based compliance reporting that can’t be influenced by financial incentives. There’s a huge opportunity to build \“secure by design\” cloud platforms from the ground up, avoiding the \“spaghetti pie\” problem and offering verifiable security postures to government and enterprise clients.


	add some book recommendations

(Please see prompt_3 for book recommendations as requested by the output format)


	fitting twitter post (use the same generic tags as above) Government cloud security? More like \“security theater\”! 🎭 ProPublica exposes how Microsoft’s GCC High got FedRAMP’s seal of approval despite \“pile of shit\” security documentation & \“unknown unknowns.\” Is your data safe? #CloudSecurity #FedRAMP #GovernmentTech #Cybersecurity ### Reporting Highlights


	“Cloud First”: To move federal agencies to the cloud, the government created a program known as FedRAMP, whose job was to ensure the security of new technology.


	Security Breakdown: ProPublica found that FedRAMP authorized a Microsoft product called GCC High to handle sensitive government data, despite years of concerns about its security.


	Potential Conflict of Interest: The government relies, in part, on third-party firms to vet cloud technology, but those firms are hired and paid by the company being assessed.




In late 2024, the federal government’s cybersecurity evaluators rendered a troubling verdict on one of Microsoft’s biggest cloud computing offerings.

The tech giant’s “lack of proper detailed security documentation” left reviewers with a “lack of confidence in assessing the system’s overall security posture,” according to an internal government report reviewed by ProPublica.

Or, as one member of the team put it: “The package is a pile of shit.”

For years, reviewers said, Microsoft had tried and failed to fully explain how it protects sensitive information in the cloud as it hops from server to server across the digital terrain. Given that and other unknowns, government experts couldn’t vouch for the technology’s security.

Such judgments would be damning for any company seeking to sell its wares to the U.S. government, but it should have been particularly devastating for Microsoft. The tech giant’s products had been at the heart of two major cybersecurity attacks against the U.S. in three years. In one, Russian hackers exploited a weakness to steal sensitive data from a number of federal agencies, including the National Nuclear Security Administration. In the other, Chinese hackers infiltrated the email accounts of a Cabinet member and other senior government officials.

The federal government could be further exposed if it couldn’t verify the cybersecurity of Microsoft’s Government Community Cloud High, a suite of cloud-based services intended to safeguard some of the nation’s most sensitive information.

Yet, in a highly unusual move that still reverberates across Washington, the Federal Risk and Authorization Management Program, or FedRAMP, authorized the product anyway, bestowing what amounts to the federal government’s cybersecurity seal of approval. FedRAMP’s ruling — which included a kind of “buyer beware” notice to any federal agency considering GCC High — helped Microsoft expand a government business empire worth billions of dollars.

“BOOM SHAKA LAKA,” Richard Wakeman, one of the company’s chief security architects, boasted in an online forum, celebrating the milestone with a meme of Leonardo DiCaprio in “The Wolf of Wall Street.” Wakeman did not respond to requests for comment.

It was not the type of outcome that federal policymakers envisioned a decade and a half ago when they embraced the cloud revolution and created FedRAMP to help safeguard the government’s cybersecurity. The program’s layers of review, which included an assessment by outside experts, were supposed to ensure that service providers like Microsoft could be entrusted with the government’s secrets. But ProPublica’s investigation — drawn from internal FedRAMP memos, logs, emails, meeting minutes, and interviews with seven former and current government employees and contractors — found breakdowns at every juncture of that process. It also found a remarkable deference to Microsoft, even as the company’s products and practices were central to two of the most damaging cyberattacks ever carried out against the government.


This is not security. This is security theater.

Tony Sager, former NSA computer scientist



FedRAMP first raised questions about GCC High’s security in 2020 and asked Microsoft to provide detailed diagrams explaining its encryption practices. But when the company produced what FedRAMP considered to be only partial information in fits and starts, program officials did not reject Microsoft’s application. Instead, they repeatedly pulled punches and allowed the review to drag out for the better part of five years. And because federal agencies were allowed to deploy the product during the review, GCC High spread across the government as well as the defense industry. By late 2024, FedRAMP reviewers concluded that they had little choice but to authorize the technology — not because their questions had been answered or their review was complete, but largely on the grounds that Microsoft’s product was already being used across Washington.

Today, key parts of the federal government, including the Justice and Energy departments, and the defense sector rely on this technology to protect highly sensitive information that, if leaked, “could be expected to have a severe or catastrophic adverse effect” on operations, assets and individuals, the government has said.

“This is not a happy story in terms of the security of the U.S.,” said Tony Sager, who spent more than three decades as a computer scientist at the National Security Agency and now is an executive at the nonprofit Center for Internet Security.

For years, the FedRAMP process has been equated with actual security, Sager said. ProPublica’s findings, he said, shatter that facade.

“This is not security,” he said. “This is security theater.”
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Despite a “lack of confidence in assessing” the security of Microsoft’s GCC High, FedRAMP authorized the product anyway. Alex Wong/Getty Images

ProPublica is exposing the government’s reservations about this popular product for the first time. We are also revealing Microsoft’s yearslong inability to provide the encryption documentation and evidence the federal reviewers sought.

The revelations come as the Justice Department ramps up scrutiny of the government’s technology contractors. In December, the department announced the indictment of a former employee of Accenture who allegedly misled federal agencies about the security of the company’s cloud platform and its compliance with FedRAMP’s standards. She has pleaded not guilty. Accenture, which was not charged with wrongdoing, has said that it “proactively brought this matter to the government’s attention” and that it is “dedicated to operating with the highest ethical standards.”

Microsoft has also faced questions about its disclosures to the government. As ProPublica reported last year, the company failed to inform the Defense Department about its use of China-based engineers to maintain the government’s cloud systems, despite Pentagon rules stipulating that “No Foreign persons may have” access to its most sensitive data. The department is investigating the practice, which officials say could have compromised national security.

Microsoft has defended its program as “tightly monitored and supplemented by layers of security mitigations,” but after ProPublica’s story published last July, the company announced that it would stop using China-based engineers for Defense Department work.

In response to written questions for this story and in an interview, Microsoft acknowledged the yearslong confrontation with FedRAMP but also said it provided “comprehensive documentation” throughout the review process and “remediated findings where possible.”

“We stand by our products and the comprehensive steps we’ve taken to ensure all FedRAMP-authorized products meet the security and compliance requirements necessary,” a spokesperson said in a statement, adding that the company would “continue to work with FedRAMP to continuously review and evaluate our services for continued compliance.”

But these days, ProPublica found, there aren’t many people left at FedRAMP to work with.

The program was an early target of the Trump administration’s Department of Government Efficiency, which slashed its staff and budget. Even FedRAMP acknowledges it is operating “with an absolute minimum of support staff” and “limited customer service.” The roughly two dozen employees who remain are “entirely focused on” delivering authorizations at a record pace, FedRAMP’s director has said. Today, its annual budget is just $10 million, its lowest in a decade, even as it has boasted record numbers of new authorizations for cloud products.

The consequence of all this, people who have worked for FedRAMP told ProPublica, is that the program now is little more than a rubber stamp for industry. The implications of such a downsizing for federal cybersecurity are far-reaching, especially as the administration encourages agencies to adopt cloud-based artificial intelligence tools, which draw upon reams of sensitive information.

The General Services Administration, which houses FedRAMP, defended the program, saying it has undergone “significant reforms to strengthen governance” since GCC High arrived in 2020. “FedRAMP’s role is to assess if cloud services have provided sufficient information and materials to be adequate for agency use, and the program today operates with strengthened oversight and accountability mechanisms to do exactly that,” a GSA spokesperson said in an emailed statement.

The agency did not respond to written questions regarding GCC High.


A “Cloud First” World

About two decades ago, federal officials predicted that the cloud revolution, providing on-demand access to shared computing via the internet, would usher in an era of cheaper, more secure and more efficient information technology.

Moving to the cloud meant shifting away from on-premises servers owned and operated by the government to those in massive data centers maintained by tech companies. Some agency leaders were reluctant to relinquish control, while others couldn’t wait to.

In an effort to accelerate the transition, the Obama administration issued its “Cloud First” policy in 2011, requiring all agencies to implement cloud-based tools “whenever a secure, reliable, cost-effective” option existed. To facilitate adoption, the administration created FedRAMP, whose job was to ensure the security of those tools.

FedRAMP’s “do once, use many times” system was intended to streamline and strengthen the government procurement process. Previously, each agency using a cloud service vetted it separately, sometimes applying different interpretations of federal security requirements. Under the new program, agencies would be able to skip redundant security reviews because FedRAMP authorization indicated that the product had already met standardized requirements. Authorized products would be listed on a government website known as the FedRAMP Marketplace.

On paper, the program was an exercise in efficiency. But in practice, the small FedRAMP team could not keep up with the flood of demand from tech companies that wanted their products authorized.

The slow approval process frustrated both the tech industry, eager for a share in the billions of federal dollars up for grabs, and government agencies that were under pressure to migrate to the cloud. These dynamics sometimes pitted the cloud industry and agency officials together against FedRAMP. The backlog also prompted many agencies to take an alternative path: performing their own reviews of the products they wanted to adopt, using FedRAMP’s standards.

It was through this “agency path” that GCC High entered the federal bloodstream, with the Justice Department paving the way. Initially, some Justice officials were nervous about the cloud and who might have access to its information, which includes highly sensitive court and law enforcement records, a Justice Department official involved in the decision told ProPublica. The department’s cybersecurity program required it to ensure that only U.S. citizens “access or assist in the development, operation, management, or maintenance” of its IT systems, unless a waiver was granted. Justice’s IT specialists recommended pursuing GCC High, believing it could meet the elevated security needs, according to the official, who spoke on condition of anonymity because they were not authorized to discuss internal matters.

Pursuant to FedRAMP’s rules, Microsoft had GCC High evaluated by a so-called third-party assessment organization, which is supposed to provide an independent review of whether the product has met federal standards. The Justice Department then performed its own evaluation of GCC High using those standards and ruled the offering acceptable.
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Melinda Rogers, former chief information officer for the Department of Justice U.S. Department of Justice archives

By early 2020, Melinda Rogers, Justice’s deputy chief information officer, made the decision official and soon deployed GCC High across the department.

It was a milestone for all involved. Rogers had ushered the Justice Department into the cloud, and Microsoft had gained a significant foothold in the cutthroat market for the federal government’s cloud computing business.

Moreover, Rogers’ decision placed GCC High on the FedRAMP Marketplace, the government’s influential online clearinghouse of all the cloud providers that are under review or already authorized. Its mere mention as “in process” was a boon for Microsoft, amounting to free advertising on a website used by organizations seeking to purchase cloud services bearing what is widely seen as the government’s cybersecurity seal of approval.

That April, GCC High landed at FedRAMP’s office for review, the final stop on its bureaucratic journey to full authorization.



Microsoft’s Missing Information

In theory, there shouldn’t have been much for FedRAMP’s team to do after the third-party assessor and Justice reviewed GCC High, because all parties were supposed to be following the same requirements.

But it was around this time that the Government Accountability Office, which investigates federal programs, discovered breakdowns in the process, finding that agency reviews sometimes were lacking in quality. Despite missing details, FedRAMP went on to authorize many of these packages. Acknowledging these shortcomings, FedRAMP began to take a harder look at new packages, a former reviewer said.

This was the environment in which Microsoft’s GCC High application entered the pipeline. The name GCC High was an umbrella covering many services and features within Office 365 that all needed to be reviewed. FedRAMP reviewers quickly noticed key material was missing.

The team homed in on what it viewed as a fundamental document called a “data flow diagram,” former members told ProPublica. The illustration is supposed to show how data travels from Point A to Point B — and, more importantly, how it’s protected as it hops from server to server. FedRAMP requires data to be encrypted while in transit to ensure that sensitive materials are protected even if they’re intercepted by hackers.

But when the FedRAMP team asked Microsoft to produce the diagrams showing how such encryption would happen for each service in GCC High, the company balked, saying the request was too challenging. So the reviewers suggested starting with just Exchange Online, the popular email platform.

“This was our litmus test to say, ‘This isn’t the only thing that’s required, but if you’re not doing this, we are not even close yet,’” said one reviewer who spoke on condition of anonymity because they were not authorized to discuss internal matters. Once they reached the appropriate level of detail, they would move from Exchange to other services within GCC High.

It was the kind of detail that other major cloud providers such as Amazon and Google routinely provided, members of the FedRAMP team told ProPublica. Yet Microsoft took months to respond. When it did, the former reviewer said, it submitted a white paper that discussed GCC High’s encryption strategy but left out the details of where on the journey data actually becomes encrypted and decrypted — so FedRAMP couldn’t assess that it was being done properly.

A Microsoft spokesperson acknowledged that the company had “articulated a challenge related to illustrating the volume of information being requested in diagram form” but “found alternate ways to share that information.”

Rogers, who was hired by Microsoft in 2025, declined to be interviewed. In response to emailed questions, the company provided a statement saying that she “stands by the rigorous evaluation that contributed to” her authorization of GCC High. A spokesperson said there was “absolutely no connection” between her hiring and the decisions in the GCC High process, and that she and the company complied with “all rules, regulations, and ethical standards.”

The Justice Department declined to respond to written questions from ProPublica.



A Fight Over “Spaghetti Pies”

As 2020 came to a close, a national security crisis hit Washington that underscored the consequences of cyber weakness. Russian state-sponsored hackers had been quietly working their way through federal computer systems for much of the year and vacuuming up sensitive data and emails from U.S. agencies — including the Justice Department.

At the time, most of the blame fell on a Texas-based company called SolarWinds, whose software provided hackers their initial opening and whose name became synonymous with the attack. But, as ProPublica has reported, the Russians leveraged that opening to exploit a long-standing weakness in a Microsoft product — one that the company had refused to fix for years, despite repeated warnings from one of its engineers. Microsoft has defended its decision not to address the flaw, saying that it received “multiple reviews” and that the company weighs a variety of factors when making security decisions.

In the aftermath, the Biden administration took steps to bolster the nation’s cybersecurity. Among them, the Justice Department announced a cyber-fraud initiative in 2021 to crack down on companies and individuals that “put U.S. information or systems at risk by knowingly providing deficient cybersecurity products or services, knowingly misrepresenting their cybersecurity practices or protocols, or knowingly violating obligations to monitor and report cybersecurity incidents and breaches.”

Deputy Attorney General Lisa Monaco said the department would use the False Claims Act to pursue government contractors “when they fail to follow required cybersecurity standards — because we know that puts all of us at risk.”
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Former Deputy Attorney General Lisa Monaco. After Russian state-sponsored hackers stole sensitive data from U.S. agencies, Monaco said the Department of Justice would hold government contractors accountable for failing to uphold cybersecurity standards. Stefani Reynolds/AFP via Getty Images

But if Microsoft felt any pressure from the SolarWinds attack or from the Justice Department’s announcement, it didn’t manifest in the FedRAMP talks, according to former members of the FedRAMP team.

The discourse between FedRAMP and Microsoft fell into a pattern. The parties would meet. Months would go by. Microsoft would return with a response that FedRAMP deemed incomplete or irrelevant. To bolster the chances of getting the information it wanted, the FedRAMP team provided Microsoft with a template, describing the level of detail it expected. But the diagrams Microsoft returned never met those expectations.

“We never got past Exchange,” one former reviewer said. “We never got that level of detail. We had no visibility inside.”

In an interview with ProPublica, John Bergin, the Microsoft official who became the government’s main contact, acknowledged the prolonged back-and-forth but blamed FedRAMP, equating its requests for diagrams to a “rock fetching exercise.”

“We were maybe incompetent in how we drew drawings because there was no standard to draw them to,” he said. “Did we not do it exactly how they wanted? Absolutely. There was always something missing because there was no standard.”

A Microsoft spokesperson said without such a standard, “cloud providers were left to interpret the level of abstraction and representation on their own,” creating “inconsistency and confusion, not an unwillingness to be transparent.”

But even Microsoft’s own engineers had struggled over the years to map the architecture of its products, according to two people involved in building cloud services used by federal customers. At issue, according to people familiar with Microsoft’s technology, was the decades-old code of its legacy software, which the company used in building its cloud services.

One FedRAMP reviewer compared it to a “pile of spaghetti pies.” The data’s path from Point A to Point B, the person said, was like traveling from Washington to New York with detours by bus, ferry and airplane rather than just taking a quick ride on Amtrak. And each one of those detours represents an opportunity for a hijacking if the data isn’t properly encrypted.

Other major cloud providers such as Amazon and Google built their systems from the ground up, said Sager, the former NSA computer scientist, who worked with all three companies during his time in government.

Microsoft’s system is “not designed for this kind of isolation of ‘secure’ from ‘not secure,’” Sager said.

A Microsoft spokesperson acknowledged the company faces a unique challenge but maintained that its cloud products meet federal security requirements.

“Unlike providers that started later with a narrower product scope, Microsoft operates one of the broadest enterprise and government platforms in the world, supporting continuity for millions of customers while simultaneously modernizing at scale,” the spokesperson said in emailed responses. “That complexity is not ‘spaghetti,’ but it does mean the work of disentangling, isolating, and hardening systems is continuous.”

The spokesperson said that since 2023, Microsoft has made “security‑first architectural redesign, legacy risk reduction, and stronger isolation guarantees a top, company‑wide priority.”



Assessors Back-Channel Cyber Concerns

The FedRAMP team was not the only party with reservations about GCC High. Microsoft’s third-party assessment organizations also expressed concerns.

The firms are supposed to be independent but are hired and paid by the company being assessed. Acknowledging the potential for conflicts of interest, FedRAMP has encouraged the assessment firms to confidentially back-channel to its reviewers any negative feedback that they were unwilling to bring directly to their clients or reflect in official reports.

In 2020, two third-party assessors hired by Microsoft, Coalfire and Kratos, did just that. They told FedRAMP that they were unable to get the full picture of GCC High, a former FedRAMP reviewer told ProPublica.

“Coalfire and Kratos both readily admitted that it was difficult to impossible to get the information required out of Microsoft to properly do a sufficient assessment,” the reviewer told ProPublica.

The back channel helped surface cybersecurity issues that otherwise might never have been known to the government, people who have worked with and for FedRAMP told ProPublica. At the same time, they acknowledged its existence undermined the very spirit and intent of having independent assessors.

A spokesperson for Coalfire, the firm that initially handled the GCC High assessment, requested written questions from ProPublica, then declined to respond.

A spokesperson for Kratos, which replaced Coalfire as the GCC High assessor, declined an interview request. In an emailed response to written questions, the spokesperson said the company stands by its official assessment and recommendation of GCC High and “absolutely refutes” that it “ever would sign off on a product we were unable to fully vet.” The company “has open and frank conversations” with all customers, including Microsoft, which “submitted all requisite diagrams to meet FedRAMP-defined requirements,” the spokesperson said.

Kratos said it “spent extensive time working collaboratively with FedRAMP in their review” and does not consider such discussions to be “backchanneling.”

FedRAMP, however, was dissatisfied with Kratos’ ongoing work and believed the firm “should be pushing back” on Microsoft more, the former reviewer said. It placed Kratos on a “corrective action plan,” which could eventually result in loss of accreditation. The company said it did not agree with FedRAMP’s action but provided “additional trainings for some internal assessors” in response to it.

The Microsoft spokesperson told ProPublica the company has “always been responsive to requests” from Kratos and FedRAMP. “We are not aware of any backchanneling, nor do we believe that backchanneling would have been necessary given our transparency and cooperation with auditor requests,” the spokesperson said.

In response to questions from ProPublica about the process, the GSA said in an email that FedRAMP’s system “does not create an inherent conflict of interest for professional auditors who meet ethical and contractual performance expectations.”

GSA did not respond to questions about back-channeling but said the “correct process” is for a third-party assessor to “state these problems formally in a finding during the security assessment so that the cloud service provider has an opportunity to fix the issue.”



FedRAMP Ends Talks
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FedRAMP is housed under the General Services Administration within the federal government. Al Drago/Bloomberg via Getty Images

The back-and-forth between the FedRAMP reviewers and Microsoft’s team went on for years with little progress. Then, in the summer of 2023, the program’s interim director, Brian Conrad, got a call from the White House that would alter the course of the review.

Chinese state-sponsored hackers had infiltrated GCC, the lower-cost version of Microsoft’s government cloud, and stolen data and emails from the commerce secretary, the U.S. ambassador to China and other high-ranking government officials. In the aftermath, Chris DeRusha, the White House’s chief information security officer, wanted a briefing from FedRAMP, which had authorized GCC.

The decision predated Conrad’s tenure, but he told ProPublica that he left the conversation with several takeaways. First, FedRAMP must hold all cloud providers — including Microsoft — to the same standards. Second, he had the backing of the White House in standing firm. Finally, FedRAMP would feel the political heat if any cloud service with a FedRAMP authorization were hacked.

DeRusha confirmed Conrad’s account of the phone call but declined to comment further.

Within months, Conrad informed Microsoft that FedRAMP was ending the engagement on GCC High.


We can’t even quantify the unknowns, which makes us very uncomfortable.

FedRAMP reviewer of GCC High



“After three years of collaboration with the Microsoft team, we still lack visibility into the security gaps because there are unknowns that Microsoft has failed to address,” Conrad wrote in an October 2023 email. This, he added, was not for FedRAMP’s lack of trying. Staffers had spent 480 hours of review time, had conducted 18 “technical deep dive” sessions and had numerous email exchanges with the company over the years. Yet they still lacked the data flow diagrams, crucial information “since visibility into the encryption status of all data flows and stores is so important,” he wrote.

If Microsoft still wanted FedRAMP authorization, Conrad wrote, it would need to start over.

A FedRAMP reviewer, explaining the decision to the Justice Department, said the team was “not asking for anything above and beyond what we’ve asked from every other” cloud service provider, according to meeting minutes reviewed by ProPublica. But the request was particularly justified in Microsoft’s case, the reviewer told the Justice officials, because “each time we’ve actually been able to get visibility into a black box, we’ve uncovered an issue.”

“We can’t even quantify the unknowns, which makes us very uncomfortable,” the reviewer said, according to the minutes.



Microsoft and the Justice Department Push Back

Microsoft was furious. Failing to obtain authorization and starting the process over would signal to the market that something was wrong with GCC High. Customers were already confused and concerned about the drawn-out review, which had become a hot topic in an online forum used by government and technology insiders. There, Wakeman, the Microsoft cybersecurity architect, deflected blame, saying the government had been “dragging their feet on it for years now.”

Meanwhile, to build support for Microsoft’s case, Bergin, the company’s point person for FedRAMP and a former Army official, reached out to government leaders, including one from the Justice Department.

The Justice official, who spoke on condition of anonymity because they were not authorized to discuss the matter, said Bergin complained that the delay was hampering Microsoft’s ability “to get this out into the market full sail.” Bergin then pushed the Justice Department to “throw around our weight” to help secure FedRAMP authorization, the official said.
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John Bergin in 2019, while serving as deputy assistant secretary of the Army for financial information management. He was later hired by Microsoft and served as the company’s liaison with FedRAMP during the GCC High debate. Defense Visual Information Distribution Service

That December, as the parties gathered to hash things out at GSA’s Washington headquarters, Justice did just that. Rogers, who by then had been promoted to the department’s chief information officer, sat beside Bergin — on the opposite side of the table from Conrad, the FedRAMP director.

Rogers and her Justice colleagues had a stake in the outcome. Since authorizing and deploying GCC High, she had received accolades for her work modernizing the department’s IT and cybersecurity. But without FedRAMP’s stamp of approval, she would be the government official left holding the bag if GCC High were involved in a serious hack. At the same time, the Justice Department couldn’t easily back out of using GCC High because once a technology is widely deployed, pulling the plug can be costly and technically challenging. And from its perspective, the cloud was an improvement over the old government-run data centers.

Shortly after the meeting kicked off, Bergin interrupted a FedRAMP reviewer who had been presenting PowerPoint slides. He said the Justice Department and third-party assessor had already reviewed GCC High, according to meeting minutes. FedRAMP “should essentially just accept” their findings, he said.

Then, in a shock to the FedRAMP team, Rogers backed him up and went on to criticize FedRAMP’s work, according to two attendees.

In its statement, Microsoft said Rogers maintains that FedRAMP’s approach “was misguided and improperly dismissed the extensive evaluations performed by DOJ personnel.”

Bergin did not dispute the account, telling ProPublica that he had been trying to argue that it is the purview of third-party assessors such as Kratos — not FedRAMP — to evaluate the security of cloud products. And because FedRAMP must approve the third-party assessment firms, the program should have taken its issues up with Kratos.

“When you are the regulatory agency who determines who the auditors are and you refuse to accept your auditors’ answers, that’s not a ‘me’ problem,” Bergin told ProPublica.

The GSA did not respond to questions about the meeting. The Justice Department declined to comment.



Pressure Mounts on FedRAMP

If there was any doubt about the role of FedRAMP, the White House issued a memorandum in the summer of 2024 that outlined its views. FedRAMP, it said, “must be capable of conducting rigorous reviews” and requiring cloud providers to “rapidly mitigate weaknesses in their security architecture.” The office should “consistently assess and validate cloud providers’ complex architectures and encryption schemes.”

But by that point, GCC High had spread to other federal agencies, with the Justice Department’s authorization serving as a signal that the technology met federal standards.

It also spread to the defense sector, since the Pentagon required that cloud products used by its contractors meet FedRAMP standards. While it did not have FedRAMP authorization, Microsoft marketed GCC High as meeting the requirements, selling it to companies such as Boeing that research, develop and maintain military weapons systems.

But with the FedRAMP authorization up in the air, some contractors began to worry that by using GCC High, they were out of compliance. That could threaten their contracts, which, in turn, could impact Defense Department operations. Pentagon officials called FedRAMP to inquire about the authorization stalemate.

The Defense Department acknowledged but did not respond to written questions from ProPublica.

Rogers also kept pressing FedRAMP to “get this thing over the line,” former employees of the GSA and FedRAMP said. It was the “opinion of the staff and the contractors that she simply was not willing to put heat to Microsoft on this” and that the Justice Department “was too sympathetic to Microsoft’s claims,” Eric Mill, then GSA’s executive director for cloud strategy, told ProPublica.



Authorization Despite a “Damning” Assessment

In the summer of 2024, FedRAMP hired a new permanent director, government technology insider Pete Waterman. Within about a month of taking the job, he restarted the office’s review of GCC High with a new team, which put aside the debate over data flow diagrams and instead attempted to examine evidence from Microsoft. But these reviewers soon arrived at the same conclusion, with the team’s leader complaining about “getting stiff-armed” by Microsoft.

“He came back and said, ‘Yeah, this thing sucks,’” Mill recalled.
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Pete Waterman, FedRAMP director hired in 2024 FedRAMP

While the team was able to work through only two of the many services included in GCC High, Exchange Online and Teams, that was enough for it to identify “issues that are fundamental” to risk management, including “timely remediation of vulnerabilities and vulnerability scanning,” according to a summary of the team’s findings reviewed by ProPublica.

Those issues, as well as a lack of “proper detailed security documentation” from Microsoft, limit “visibility and understanding of the system” and “impair the ability to make informed risk decisions.”

The team concluded, “There is a lack of confidence in assessing the system’s overall security posture.”

A Microsoft spokesperson said in a statement that the company “never received this feedback in any of its communications with FedRAMP.”

When ProPublica read the findings to Bergin, the Microsoft liaison, he said he was surprised.

“That’s pretty damning,” Bergin said, adding that it sounded like language that “would’ve generally been associated with a finding of ‘not worthy.’ If an assessor wrote that, I would be nervous.”

Despite the findings, to the FedRAMP team, turning Microsoft down didn’t seem like an option. “Not issuing an authorization would impact multiple agencies that are already using GCC-H,” the summary document said. The team determined that it was a “better value” to issue an authorization with conditions for continued government oversight.

While authorizations with oversight conditions weren’t unusual, arriving at one under these circumstances was. GCC High reviewers saw problems everywhere, both in what they were able to evaluate and what they weren’t. To them, most of the package remained a vast wilderness of untold risk.

Nevertheless, FedRAMP and Microsoft reached an agreement, and the day after Christmas 2024, GCC High received its FedRAMP authorization. FedRAMP appended a cover report to the package laying out its deficiencies and noting it carried unknown risks, according to people familiar with the report.

It emphasized that agencies should carefully review the package and engage directly with Microsoft on any questions.



“Unknown Unknowns” Persist

Microsoft told ProPublica that it has met the conditions of the agreement and has “stayed within the performance metrics required by FedRAMP” to ensure that “risks are identified, tracked, remediated, and transparently communicated.”

But under the Trump administration, there aren’t many people left at FedRAMP to check.

While the Biden-era guidance said FedRAMP “must be an expert program that can analyze and validate the security claims” of cloud providers, the GSA told ProPublica that the program’s role is “not to determine if a cloud service is secure enough.” Rather, it is “to ensure agencies have sufficient information to make these risk decisions.”

The problem is that agencies often lack the staff and resources to do thorough reviews, which means the whole system is leaning on the claims of the cloud companies and the assessments of the third-party firms they pay to evaluate them. Under the current vision, critics say, FedRAMP has lost the plot.

“FedRAMP’s job is to watch the American people’s back when it comes to sharing their data with cloud companies,” said Mill, the former GSA official, who also co-authored the 2024 White House memo. “When there’s a security issue, the public doesn’t expect FedRAMP to say they’re just a paper-pusher.”


When there’s a security issue, the public doesn’t expect FedRAMP to say they’re just a paper-pusher.

Eric Mill, former GSA executive director for cloud strategy



Meanwhile, at the Justice Department, officials are finding out what FedRAMP meant by the “unknown unknowns” in GCC High. Last year, for example, they discovered that Microsoft relied on China-based engineers to service their sensitive cloud systems despite the department’s prohibition against non-U.S. citizens assisting with IT maintenance.

Officials learned about this arrangement — which was also used in GCC High — not from FedRAMP or from Microsoft but from a ProPublica investigation into the practice, according to the Justice employee who spoke with us.

A Microsoft spokesperson acknowledged that the written security plan for GCC High that the company submitted to the Justice Department did not mention foreign engineers, though he said Microsoft did communicate that information to Justice officials before 2020. Nevertheless, Microsoft has since ended its use of China-based engineers in government systems.

Former and current government officials worry about what other risks may be lurking in GCC High and beyond.

The GSA told ProPublica that, in general, “if there is credible evidence that a cloud service provider has made materially false representations, that matter is then appropriately referred to investigative authorities.”

Ironically, the ultimate arbiter of whether cloud providers or their third-party assessors are living up to their claims is the Justice Department itself. The recent indictment of the former Accenture employee suggests it is willing to use this power. In a court document, the Justice Department alleges that the ex-employee made “false and misleading representations” about the cloud platform’s security to help the company “obtain and maintain lucrative federal contracts.” She is also accused of trying to “influence and obstruct” Accenture’s third-party assessors by hiding the product’s deficiencies and telling others to conceal the “true state of the system” during demonstrations, the department said. She has pleaded not guilty.

There is no public indication that such a case has been brought against Microsoft or anyone involved in the GCC High authorization. The Justice Department declined to comment. Monaco, the deputy attorney general who launched the department’s initiative to pursue cybersecurity fraud cases, did not respond to requests for comment.

She left her government position in January 2025. Microsoft hired her to become its president of global affairs.

A company spokesperson said Monaco’s hiring complied with “all rules, regulations, and ethical standards” and that she “does not work on any federal government contracts or have oversight over or involvement with any of our dealings with the federal government.”
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This article challenges the prevailing "speed at all costs" mentality in modern software development and startups, arguing that true value, trust, and quality are cultivated over time, much like a mature oak tree. It critiques the rapid iteration model that often leads to short-lived projects and broken trust, advocating for tenacity, long-term commitment, and embracing necessary friction. The author suggests that while instant gratification drives much of the tech industry, lasting success in Open Source projects and company building relies on dedication spanning years, fostering deep relationships, and tackling challenges over human lifetimes. The piece also questions the perceived time-saving benefits of AI, noting that freed-up time is often immediately filled, hindering the creation of truly lasting impact.


fun standup comedy set on the topic (sell it to me, make fun of it)

"Alright, alright, settle down you speed demons! So, apparently, everything needs to be FAST now, right? My code, my coffee, my startup funding round that probably won’t last longer than my last Tinder match. We’re all in a hurry to ‘disrupt’ things, but mostly we’re just disrupting our own sleep cycles. This article says some things just take TIME. Like, a tree. You can’t just AI-generate a 50-year-old oak, right? Unless your AI is also a time machine, in which case, I’d like to invest. We’re automating away all the ‘friction’ – SOC2 compliance? Nah, just give me a button that says ‘I’M COMPLIANT, TRUST ME, BRO!’ And then our software lasts about as long as my New Year’s resolutions. We’re promised ‘time-saving’ tools, but all I’ve got is less time and more unread Slack messages. I just want to bank some time, like a squirrel banking nuts, but instead, it’s immediately snatched by the competition. So next time you’re trying to build a ‘community’ in a weekend sprint, remember: a good relationship, just like a good oak tree, needs more than just a quick ‘Hello World.’ It needs… decades."


	most striking interesting quotes (1-3)


	"Nobody is going to mass-produce a 50-year-old oak. And nobody is going to conjure trust, or quality, or community out of a weekend sprint."


	"We know this intuitively. We pay premiums for Swiss watches, Hermès bags and old properties precisely because of the time embedded in them."


	"But there are things where speed is actively harmful, where the friction exists for a reason."


	what does it mean for my profession (design / hacker / innovator)




For designers, hackers, and innovators, this article is a powerful reminder that true value often lies beyond immediate gratification and rapid iteration.


	Designers: Emphasize thoughtful, enduring design that prioritizes long-term usability, accessibility, and emotional resonance over fleeting trends. Invest time in deeply understanding user needs, building robust design systems, and creating experiences that age gracefully, rather than just chasing the next shiny UI/UX pattern.


	Hackers/Developers: Focus on building resilient, maintainable, and well-documented systems. Challenge the "ship fast, break things" mentality, advocating for tenacity in maintaining projects, fostering Open Source communities, and understanding that lasting code bases and infrastructure are built through sustained effort and commitment, not just rapid prototyping. Embrace "friction" as a sign of necessary rigor in areas like security and compliance.


	Innovators: Shift focus from merely "disrupting" quickly to creating foundational, long-term value. True innovation often requires patient experimentation, deep problem-solving, and the willingness to stick with an idea for years to see it mature and develop deep roots. It’s about building trust and relationships that enable sustained impact, not just quick exits.


	add some book recommendations


	[[The Mythical Man-Month - Frederick Brooks Jr.]]


	[[Drive The Surprising Truth About What Motivates Us - Daniel H Pink]]


	[[Good to Great Why Some Companies Make the LeapAnd Others Dont - Jim Collins]]


	fitting twitter post (use the same generic tags as above)




"Tired of the speed obsession? This article argues true value – like trust, quality, and community – can’t be rushed. It takes time, tenacity, and embracing friction. Stop chasing instant gratification, start planting oaks. #Tech #Longevity #OpenSource #Innovation Trees take quite a while to grow. If someone 50 years ago planted a row of oaks or a chestnut tree on your plot of land, you have something that no amount of money or effort can replicate. The only way is to wait. Tree-lined roads, old gardens, houses sheltered by decades of canopy: if you want to start fresh on an empty plot, you will not be able to get that.

Because some things just take time.

We know this intuitively. We pay premiums for Swiss watches, Hermès bags and old properties precisely because of the time embedded in them. Either because of the time it took to build them or because of their age. We require age minimums for driving, voting, and drinking because we believe maturity only comes through lived experience.

Yet right now we also live in a time of instant gratification, and it’s entering how we build software and companies. As much as we can speed up code generation, the real defining element of a successful company or an Open Source project will continue to be tenacity. The ability of leadership or the maintainers to stick to a problem for years, to build relationships, to work through challenges fundamentally defined by human lifetimes.



Friction Is Good

The current generation of startup founders and programmers is obsessed with speed. Fast iteration, rapid deployment, doing everything as quickly as possible. For many things, that’s fine. You can go fast, leave some quality on the table, and learn something along the way.

But there are things where speed is actively harmful, where the friction exists for a reason. Compliance is one of those cases. There’s a strong desire to eliminate everything that processes like SOC2 require, and an entire industry of turnkey solutions has sprung up to help — Delve just being one example, there are more.

There’s a feeling that all the things that create friction in your life should be automated away. That human involvement should be replaced by AI-based decision-making. Because it is the friction of the process that is the problem. When in fact many times the friction, or that things just take time, is precisely the point.

There’s a reason we have cooling-off periods for some important decisions in one’s life. We recognize that people need time to think about what they’re doing, and that doing something right once doesn’t mean much because you need to be able to do it over a longer period of time.



Vibe Slop At Inference Speeds

AI writes code fast which isn’t news anymore. What’s interesting is that we’re pushing this force downstream: we seemingly have this desire to ship faster than ever, to run more experiments and that creates a new desire, one to remove all the remaining friction of reviews, designing and configuring infrastructure, anything that slows the pipeline. If the machines are so great, why do we even need checklists or permission systems? Express desire, enjoy result.

Because we now believe it is important for us to just do everything faster. But increasingly, I also feel like this means that the shelf life of much of the software being created today — software that people and businesses should depend on — can be measured only in months rather than decades, and the relationships alongside.

In one of last year’s earlier YC batches, there was already a handful that just disappeared without even saying what they learned or saying goodbye to their customers. They just shut down their public presence and moved on to other things. And to me, that is not a sign of healthy iteration. That is a sign of breaking the basic trust you need to build a relationship with customers. A proper shutdown takes time and effort, and our current environment treats that as time not wisely spent. Better to just move on to the next thing.

This is extending to Open Source projects as well. All of a sudden, everything is an Open Source project, but many of them only have commits for a week or so, and then they go away because the motivation of the creator already waned. And in the name of experimentation, that is all good and well, but what makes a good Open Source project is that you think and truly believe that the person that created it is either going to stick with it for a very long period of time, or they are able to set up a strategy for succession, or they have created enough of a community that these projects will stand the test of time in one form or another.



My Time

Relatedly, I’m also increasingly skeptical of anyone who sells me something that supposedly saves my time. When all that I see is that everybody who is like me, fully onboarded into AI and agentic tools, seemingly has less and less time available because we fall into a trap where we’re immediately filling it with more things.

We all sell each other the idea that we’re going to save time, but that is not what’s happening. Any time saved gets immediately captured by competition. Someone who actually takes a breath is outmaneuvered by someone who fills every freed-up hour with new output. There is no easy way to bank the time and it just disappears.

I feel this acutely. I’m very close to the red-hot center of where economic activity around AI is taking place, and more than anything, I have less and less time, even when I try to purposefully scale back and create the space. For me this is a problem. It’s a problem because even with the best intentions, I actually find it very hard to create quality when we are quickly commoditizing software, and the machines make it so appealing.

I keep coming back to the trees. I’ve been maintaining Open Source projects for close to two decades now. The last startup I worked on, I spent 10 years at. That’s not because I’m particularly disciplined or virtuous. It’s because I or someone else, planted something, and then I kept showing up, and eventually the thing had roots that went deeper than my enthusiasm on any given day. That’s what time does! It turns some idea or plan into a commitment and a commitment into something that can shelter and grow other people.

Nobody is going to mass-produce a 50-year-old oak. And nobody is going to conjure trust, or quality, or community out of a weekend sprint. The things I value most — the projects, the relationships, the communities — are all things that took years to become what they are. No tool, no matter how fast, was going to get them there sooner.

We recently planted a new tree with Colin. I want it to grow into a large one. I know that’s going to take time, and I’m not in a rush.
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summary (100-150 words ## explain me like i’m five)

Imagine a world where everything you use, like your spoon or a watering can, is made super awkward on purpose! That’s what Katerina Kamprani does with her project, \“The Uncomfortable.\” She designs everyday objects that are funny and useless, like a fork with a chain handle or a teapot that spills everywhere. She started it just for fun, wanting to do the exact opposite of what she learned in design school. The whole point is to make you stop and think about how amazing good design actually is, because you realize how frustrating things would be without it! She doesn’t sell them because she wants to keep it art, not a business.



fun standup comedy set on the topic (sell it to me, make fun of it)

Alright, alright, settle down folks! I just discovered this incredible art project called \“The Uncomfortable.\” The artist, Katerina Kamprani, designs deliberately inconvenient everyday objects. Yeah, you heard that right. Inconvenient. Like, she made a fork with a chain handle. A chain handle! Imagine trying to eat spaghetti with that thing. You’d need a bib, a helmet, and probably a mop!

And then there’s the \“waterfall teapot.\” Why \“waterfall\”? Because the spout is so wide, it creates its own waterfall. Right onto your lap. She’s basically giving us advanced lessons in humility, one spilled cup at a time.

Now, you might be thinking, \“Why? Why would anyone do this?\” Well, she says it’s to make us appreciate good design. I mean, fair enough. I never really thought about how much I appreciate a fork that just… forks. Or a teapot that doesn’t actively try to scald me. It’s like she’s saying, \“You think you had a bad day? Try pouring coffee with a sieve-bottomed mug!\”

And the best part? She refuses to sell them. Says she doesn’t want to be a \“small business owner\” or deal with \“manufacturing logistics.\” Because apparently, designing deliberately useless objects is one thing, but dealing with customer complaints about a chair made of spaghetti? That’s just too uncomfortable! This project is her way of procrastinating. She literally needs to be uncomfortable to create \“The Uncomfortable.\” It’s a genius marketing strategy, really. If I wanted to avoid doing laundry, maybe I should design a washing machine that only accepts individual socks. Now that’s an uncomfortable thought!



most striking interesting quotes (1-3)


	“Then I thought, what if objects were actually designed for a bad user experience, instead of a good one? That was my ‘eureka’ moment. I finally found something smart and funny that has no responsibility to be practical. That was the core idea: to not be practical.”

	“Basically, the project is a rebellious act. Whatever I learned in design school, I went and did exactly the opposite.”

	“If I’m happy, if I’m comfortable, I cannot do it. So if you’re comfortable, you can’t do The Uncomfortable. It lives up to its name!”





what does it mean for my profession (design / hacker / innovator)

For a designer, \“The Uncomfortable\” is a masterclass in empathy and user experience. By deliberately creating frustrating objects, Kamprani forces us to confront and appreciate the subtle genius of good design. It’s a reminder to never take functionality for granted and to always scrutinize assumptions about how users interact with products. For an innovator, it highlights the power of exploring extremes. Sometimes, understanding what makes something truly bad can unlock novel ideas for truly good solutions. It’s a powerful tool for deconstruction and challenging conventional thinking, prompting us to ask \“what if we did the exact opposite?\” to reveal overlooked problems or potential. For a hacker, while not directly about code, the project embodies a \“rebellious act\” and a deconstruction mindset. It encourages understanding systems by breaking them or imagining their most dysfunctional state, which can be analogous to finding vulnerabilities or designing robust anti-patterns.



fitting twitter post (use the same generic tags as above)

🤯 \“The Uncomfortable\” project by Katerina Kamprani is genius! She designs deliberately inconvenient everyday objects to make us appreciate good design. A fork with a chain handle? A teapot that creates a waterfall? It’s brilliant, hilarious, and a powerful lesson in UX. #design #innovation #art #baduserx #katerinakamprani ### A brilliant project cleverly sabotages everyday objects to reveal how much we take for granted about them — and about the design process.



(Photo © Katerina Kamprani — The Uncomfortable)

Note: This post is not paywalled. Enjoy! — Paul

And there you have it. Aside from the knickknack possibilities (which I think would be fun, although I totally understand Kamprani’s reasons for not wanting to go that route), I think these creations could also serve as educational tools for young children, teaching them about the importance of functional design.

But whatever — even without the objects being put into large-scale production, I love this project so much! If you feel similarly, check out The Uncomfortable’s website, keep up with Kamprani’s latest creations on The Uncomfortable’s Facebook page, and watch her excellent TED talk in the video below:



(Special thanks to Katerina Kamprani for sharing her time, expertise, and photos.)

Paul Lukas has been obsessing over the inconspicuous for most of his life, and has been writing about those obsessions for more than 30 years. You can contact him here.





The Plumbing of Everyday Magic

Source: https://plumbing-of-everyday-magic.hyperclay.com/

Authors:

Published:

Description: An essay on the delectable pleasure of trusting your tools to help you do the work at hand.

Tags:

Book Recommendations:






summary (100-150 words )

The essay critiques modern web development, highlighting "trap doors" like state sync and deployment complexities that divert creators from user experience to "plumbing." It argues this "divide" stifles creative flow, leading to abandoned projects, as exemplified by the author’s own security breach. The piece advocates for "malleable documents"—surface-level artifacts where the creative environment is the deployment, eliminating unnecessary operational overhead. This vision aims to revive a "malleable web" reminiscent of earlier, more personal eras, encouraging casual sharing and turning every user into a potential creator by focusing on the direct shaping of experiences rather than infrastructure.


fun standup comedy set on the topic (sell it to me, make fun of it)

Alright, alright, settle down you beautiful nerds! So, who here’s built a website? Yeah, all of you, I see the PTSD in your eyes. You think you’re building a sleek app, right? You’re envisioning users tapping away, blissfully unaware of the magic. But no! The moment you hit ‘deploy,’ you’re not a developer anymore. You’re a plumber! And not the cool Mario kind. We’re talking crawling under the sink, staring at a spaghetti of pipes, trying to figure out why the ‘water’—your data—is flowing into a Bitcoin mining operation in Uzbekistan instead of your user’s browser!

‘One-click deploy,’ they said! It’s one click after you’ve sacrificed a goat, consulted ancient prophecies, and read 30 pages of documentation that still assume you know what a ‘reverse-proxy-auto-scaling-Kubernetes-pod-lambda-function’ is. We’re building printing presses when all we wanted was to write a damn haiku! Meanwhile, your certificate expires, your background job silently dies, and you realize you’re not a creator, you’re a babysitter for a bunch of digital toddlers. And God forbid you want to save your work! That’s not a ‘save’ button, that’s a ‘summon the demons of live sync, backups, and potential data loss’ button. So next time you’re stuck in the plumbing, just remember: you’re not alone. We’re all down here, covered in digital grime, wondering why we ever thought this was a good idea!


	most striking interesting quotes (1-3)

	"The moment the trap door opens is usually the moment you hook your front-end to anything external—an API, a database, a login system, a deployment target."

	"But I would argue that every layer below the surface exists only to serve the surface. And the moment it starts pulling you under instead of supporting you, something is broken."

	"You’re not an author who finally finished their novel. You don’t want to be told you now have to construct a printing press."





what does it mean for my profession (design / hacker / innovator)


	Designers: This essay is a rallying cry to stay focused on the user’s experience above all. It means striving for direct manipulation interfaces, where the thing being designed is also the thing being deployed and edited. Emphasize visual integrity and intuitive interaction over hidden complexity, fostering tools that inherently enable creative flow and reduce cognitive load from underlying infrastructure.

	Hackers: For hackers, it’s about finding elegant solutions to abstract away the "plumbing." It means building tools and platforms that empower creators without forcing them into deep ops. It encourages developing "surface-level artifacts"—self-contained, malleable applications that can be easily shared and remixed, rather than traditional full-stack deployments. It challenges us to rethink the default editor and deployment model.

	Innovators: This is a call to fundamentally rethink how software is built and shared. Innovators should explore new paradigms like "malleable documents" and "local-first software" that integrate creation and deployment. The goal is to democratize creation by flattening the "divide," allowing for more personal, experimental projects without the burden of complex infrastructure. It opens doors for new ecosystems built around shareable, editable, self-contained software.





add some book recommendations


	[[The Inmates Are Running the Asylum - Alan Cooper]]


	[[Mindstorms Children Computers And Powerful Ideas - Seymour Papert]]


	[[The Design of Everyday Things - Don Norman]]


	fitting twitter post (use the same generic tags as above) Tired of web dev feeling like you’re building a printing press just to write a haiku? This essay nails the ‘trap doors’ pulling creators into endless ‘plumbing.’ It’s time for a ‘malleable web’ where the artifact is the experience. Let’s make everyone a creator again! #WebDev #MalleableSoftware #CreativeFlow #NoMorePlumbing Listen
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summary (100-150 words )

The article critiques the modern "optimized self," arguing that 19th-century moral self-improvement has mutated into an obsessive, body-centric project. Every variable—sleep, diet, exercise—is tracked for measurable progress, turning the body into a "managerial project." This behavior, akin to Max Weber’s Calvinist work ethic, sees optimization as a sign of "election" in a secular age, replacing religious discipline with biohacking protocols. Experiences are reduced to data points, losing their inherent value. The instrumentalization of life, from mindfulness as a productivity hack to play being deemed purposeless, stifles creativity and leads to a convergence towards an aesthetic mean. The author argues this "self-contraction" prevents the unstructured wandering and uselessness essential for true self-discovery and meaningful existence.


fun standup comedy set on the topic (sell it to me, make fun of it)

\“Folks, have you noticed lately everyone’s trying to be ‘optimal’? It’s not enough to just exist anymore. Oh no. We’ve gone from Samuel Smiles’ ‘Self-Help’ – which sounded like a manual for fixing a leaky faucet – to a full-blown body-project management crisis!

My friends, the gym isn’t just a place to sweat anymore, it’s your personal Silicon Valley startup. We’re not exercising; we’re ‘executing.’ We’re not eating; we’re ‘stacking macros.’ And sleep? That’s not rest, it’s a ‘cortisol response optimization strategy’! I swear, my smart ring told me I only got 78% optimal REM sleep last night. I didn’t sleep, I failed!

We’ve got health influencers crowing about morning routines like medieval monks reciting Divine Office. Except instead of ‘prayer and penance,’ it’s ‘red light therapy and cold plunges.’ Gluttony isn’t a sin, it’s just ‘eating seed oils.’ And grace? That’s your Instagram engagement on your perfect morning routine!

They say the journey is irrelevant, only the destination of a ‘more productive you’ matters. But if everyone’s looksmaxxing and biohacking towards the same ‘objective attractiveness,’ we’re all just converging into one perfectly sculpted, emotionally constipated, identical LinkedIn profile picture! Where’s the fun in that? I miss the good old days when you could just waste time without feeling morally compromised. My ancestors didn’t track their zone two cardio; they were too busy fighting bears or inventing indoor plumbing!\”


	most striking interesting quotes (1-3)




	\“The weirdness that used to attach itself to the full texture of a life has been violently redirected into a single obsessive beam aimed at the surface of the self, and what you’re left with is a culture that has never been more earnest about self-improvement and less interested in what that the ~self might actually do once it’s been improved.\”

	\“The old religious architecture of sin, discipline, redemption and grace has been preserved almost intact, but gluttony became eating seed oils, sloth became suboptimal sleep hygiene, penance became cold plunges, and grace became…well, social media engagement if nothing else.\”

	\“The self that is only discovered through years of purposeful uselessness is unfinished, and by that virtue, it is full of possibility and gifted with the unknown.\”





what does it mean for my profession (design / hacker / innovator)

For designers, hackers, and innovators, this article serves as a crucial warning against instrumentalizing creativity and reducing human experience to measurable data. True innovation often springs from \“purposeless\” play, unstructured encounters, and obsessive dives into obscure subjects for their own sake—not from rigid \“protocols\” or \“optimization stacks.\” The push for \“efficiency\” and \“measurable output\” can stifle the very serendipity, divergent thinking, and empathetic understanding essential for creating genuinely novel and impactful solutions. If our entire focus is on optimizing a pre-defined self or process, we risk converging towards the mean, producing less variation and losing the \“unfinished\” quality that fuels real discovery. It means prioritizing user experience over mere metrics, fostering environments for curiosity and play, and recognizing that not every valuable insight can be scheduled or quantified.



add some book recommendations

See prompt_3 for specific recommendations.


	fitting twitter post (use the same generic tags as above) The \“optimized self\” is creating a world where every experience becomes data, every habit is stacked, and purposeless play is deemed a moral failure. Are we losing our authentic selves in the relentless pursuit of peak performance? This article dives deep into the #OptimizationTrap #SelfImprovement #Biohacking #DigitalWellness #HumanExperience [image: The optimized self and the life that got away]



The optimized self and the life that got away

A Scottish author named Samuel Smiles is arguably responsible for the self-help-hellscape. In the 1800’s, he published a book literally called Self-Help, which went through dozens of editions, was taken awfully seriously by statesmen across Europe, and became one of the bestselling books of the Victorian era.

Its central argument was that moral character could be cultivated through diligent application: reading, civic participation, public service, disciplined attention to the life of the mind. Smiles believed you could build a better self by doing better things.

I don’t necessarily have a problem with the base premise.

But 160 years later, his argument now runs entirely through the body.

At some point in the last decade, a large portion of the internet decided the body was a project, and a project in the most managerial sense: something with inputs and outputs, and measurable progress.

The gym stopped being a place you went to feel better and became a place you went to execute. Sleep, sunlight, red meat, cold water, seed oils, cortisol, testosterone, zone two cardio. Every variable must be tracked, every habit must be stacked, ad infinitum.

The looksmaxxing forums obsessively discuss bone structure, and the health influencers crow about their morning routines, and it all happens with the reverence a medieval monk might have reserved for the Divine Office.

The obvious critique is that this = vanity, but vanity is too easy and too ancient a sin to explain something this new.

The weirdness that used to attach itself to the full texture of a life has been violently redirected into a single obsessive beam aimed at the surface of the self, and what you’re left with is a culture that has never been more earnest about self-improvement and less interested in what that the ~self might actually do once it’s been improved.



Weber’s ghost in the supplement aisle

Max Weber, writing about the Protestant work ethic in 1905, noted that the Calvinist who believed his salvation was predestined nevertheless worked himself to exhaustion, because worldly success had become the only legible signal of divine favour. You couldn’t earn grace, but you could demonstrate that you already had it, and so a theology of predestination produced the most frenetic “industriousness” in European history.

I’d argue the looksmaxxer is the Calvinist’s descendant. Genetics have already determined most of what you are, but you optimize anyway, because the work is now the whole damn point. The macros spreadsheet and the red light therapy panels and the creatine cycles and the cold plunge timers: these are, in Weber’s terms, signs of election - they signal membership in a particular church.

This “framework” if you can call it that, this bullshit if you can’t, has captured an entire generation who, in other contexts, are entirely secular. The old religious architecture of sin, discipline, redemption and grace has been preserved almost intact, but gluttony became eating seed oils, sloth became suboptimal sleep hygiene, penance became cold plunges, and grace became…well, social media engagement if nothing else.



Experience becomes data

Treating experience as a variable to be optimized means experience stops being experience, and becomes data instead.

In Aldous Huxley’s Brave New World, the citizens of the World State have achieved the elimination of suffering and the maximization of measurable pleasure, and the result is a civilization that is, by any human standard, barely alive.

Bernard Marx’s restlessness, Helmholtz Watson’s hunger for something language can’t quite reach, the Savage’s chaotic grief are the only moments in the novel when anyone is fully present to their own existence, and comfort, the fully optimized state, turns out to be its own form of death.

This feels familiar.

Even our suffering // mortification is now instrumentalized, because you have to be cold in a way that improves your cortisol response, and the raw fact of being in cold water and finding it horrible or exhilarating or strangely peaceful has been pre-interpreted before it begins.

The unstructured encounter with the real, the long afternoon that goes nowhere and produces nothing, the conversation with a compatriot - these experiences can’t be scheduled and they have no measurable output, and their value is entirely illegible to the optimization framework. They can’t be converted into content. By every metric the health bro cares about, they are an utter waste of time.



Productivity eats leisure

Around 2015, the self-help genre underwent a mutation.

The Stoic revival was part of it. Ryan Holiday moved Marcus Aurelius from the philosophy section to the business section, and a generation of tech workers started reading the Meditations as a manual.

The mindfulness industry sold inner peace as a productivity intervention, and you were supposed to meditate because it would improve your focus metrics, and whether sitting still with your thoughts was worth doing on its own terms was entirely beside the point.

The gym absorbed this logic, and the body became a startup, and the optimization influencer became its growth hacker, and the language of biohacking was borrowed directly from Silicon Valley engineering culture: stacks, protocols, outputs, iterations. The journey was irrelevant and the destination was simply a more productive you.

In the psychological literature going back to D.W. Winnicott, play is the space where creativity and selfhood develop, and play is, by definition, purposeless. You do it for its own sake, or you’re not really playing.

When the entire surface area of life is conquered by “purposeful” activity, play becomes structurally impossible.



Converging toward the mean

Ivan Goncharov published Oblomov in 1859, a novel about a Russian aristocrat who refuses to get out of bed, and it reads very differently now than it did then.

Oblomov was a satire of the passive, dreaming Russian character, the man who can’t act, but Oblomov is also someone who hasn’t yet been captured by the performance of optimization.

He lies in his dressing gown and thinks and fantasizes and wastes time on an extraordinary scale, and the novel, despite itself, makes him undeniably sympathetic. There’s something in Oblomov’s uselessness, his refusal to organize his life into legible progress, that starts to resemble a vanishing form of freedom.

Is the optimization cult producing more interesting people? The empirical record isn’t encouraging.

The looksmaxxed face and the engineered body and the supplement stack tend to converge toward the same aesthetic ideal, which is to say that all the optimization is producing less variation. The pursuit of objective attractiveness, to the extent that such a thing exists, is an undignified rout toward the mean.



Borges didn’t have a content strategy

There’s a version of this that tips into simple nostalgia: ”things were better when people smoked more and slept less and died younger of preventable diseases.”

…But I hope I’ve hit on something a little more profound than a ritual of kicking against the pricks.

Partially blind for much of his most productive life and working as a librarian in Buenos Aires, Borges had no morning routine and no content strategy. He read everything, wrote slowly, and he took jobs that paid almost nothing, and he produced a body of work that changed the grammar of fiction in the twentieth century and did something to my teenage brain from which I have never recovered.

The margin for this kind of life is getting narrower… every moment of apparent purposelessness now carries an opportunity cost that is immediately readable in the language of optimization. You could be at the gym, you could be getting your sleep score up, and so you should be, you must be, or you have failed in a deeply moral way.

The curse of the optimization boom is that it presents itself as self-expansion but its adherents are, to a man, practising self-contraction. Every hour spent on the body protocol is an hour not spent wandering, reading, getting obsessed with an obscure subject for no reason, falling in love, handling it bloody badly, making something ugly that teaches you how to make something less ugly.

The self that comes from years of successful optimization is “useful” and some might call it “finished.” But the self that is only discovered through years of purposeful uselessness is unfinished, and by that virtue, it is full of possibility and gifted with the unknown.

The gym won’t give you that. Knowing your testosterone levels to two decimal places won’t tell you a single damned thing about what you’re supposed to do with your time on earth, which is, in the end, the only question worth spending your life on.
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summary (100-150 words )

A professor, faced with a new research idea, grapples with the choice between recruiting a graduate student and utilizing AI. He reflects on his own demanding journey as a novice graduate student, emphasizing the immense patience and mentorship required for human development. While students offer invaluable long-term contributions, AI promises immediate, low-maintenance results, which is a powerful temptation amidst relentless academic pressures. He notes that colleagues are becoming pickier about taking on fewer students. The author worries that an over-reliance on AI could bypass crucial learning experiences for students, potentially eroding the traditional academic practice of mentorship, leading him to ponder if he would even recruit his younger, inexperienced self today.


fun standup comedy set on the topic (sell it to me, make fun of it)

Alright, alright, settle down folks! So, I’m a professor, right? And I had this brilliant new research idea. Naturally, my first thought was: \“Who can I mentor… I mean, task… with this?\”

But then, BAM! AI just struts in, all confident. And suddenly, my inner monologue is like, \“Graduate student? Or a tireless, complaint-free, emotionless machine that doesn’t need snacks, existential support, or ‘just five more minutes’ on their paper?\”

It’s tempting! AI doesn’t ask \“But why are we doing this?\” It just does it. No awkward weekly meetings where you just stare at each other. No explaining basic concepts for the fifth time. Just pure, unadulterated, immediate results. Confession: preferring an algorithm over a human trainee feels like a betrayal of the academic mission. But also, have you met some algorithms? They’re getting pretty good at not crying.

I mean, I was that clueless novice. So, if my younger self applied today, I’d probably say, \“Great enthusiasm, kid! Now, have you met ChatGPT?\” Academia, folks, where even our own past selves are now too much work!


	most striking interesting quotes (1-3)




	\“Should I just give these tasks to artificial intelligence (AI) rather than take a chance on a student?\”

	\“It is certainly no extraordinary intellectual partner. But it can competently perform a lot of the work I need immediately; AI requires no ramp-ups, no meetings, and absolutely no emotional support.\”

	\“Personally, I am seriously tempted not to take a chance on a novice for my new project—which means today, I probably wouldn’t recruit my younger self.\”




	what does it mean for my profession (design / hacker / innovator)

For designers, hackers, and innovators, this article highlights a critical shift: the value proposition of entry-level skills and the nature of mentorship. If AI can efficiently handle initial research, code generation, or design ideation, the bar for entry-level human contribution will rise significantly. Newcomers might struggle to gain foundational experience, potentially bypassing crucial learning-through-struggle that builds intuition and resilience. Mentors will need to evolve, focusing less on basic task supervision and more on high-level strategic thinking, ethical considerations, prompt engineering, and the critical evaluation of AI outputs. The tension between AI’s immediate efficiency and the long-term, organic growth of human ingenuity becomes paramount, forcing a re-evaluation of how we cultivate the next generation of creative and technical talent.


	add some book recommendations

[[Humans Are Underrated What High Achievers Know That Brilliant Machines Never Will - Geoff Colvin]] [[Range Why Generalists Triumph in a Specialized World - David Epstein]] [[Deep Work Rules for Focused Success in a Distracted World - Cal Newport]]


	fitting twitter post (use the same generic tags as above) Professors are facing an uncomfortable dilemma: invest years mentoring a graduate student, or get instant results with AI? This article explores the tempting allure of AI’s efficiency over human potential, and the quiet erosion of traditional academic mentorship. #AI #Academia #Mentorship #FutureOfWork
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The other day, a new research idea struck me. The conceptual path was clear, but the execution would require real effort—synthesizing the literature, writing code, training models, performing statistical analysis. Just a few years ago, the next step would have been a no-brainer. I would recruit a graduate student into my lab and allow them to run with the project, providing guidance along the way. This time, an uncomfortable thought crept into my head: Should I just give these tasks to artificial intelligence (AI) rather than take a chance on a student?

I thought about the skills I had when I started graduate school more than a decade ago, and how much mentoring it took to get me where I am today. I had zero research experience when I emailed faculty to say I was interested in computer science Ph.D. programs. I did my basic due diligence, reading up on what they worked on. But sitting in their offices, listening to them talk about robotics, algorithms, and natural language processing, I had little to no clue what these concepts really meant.

One professor saw past my ignorance and agreed to take me on. I was incredibly grateful for the opportunity, but the first few months were a harsh reality check. I worked tirelessly—reading, summarizing, drafting ideas, and trying to make sense of it all. Yet, whenever I would present my work to my adviser, she would look at the nonsense I had presented, give me feedback, and send me back to start from scratch.

I thought about quitting. I felt I was constantly disappointing her. But she didn’t give up on me. Perhaps she believed in my potential, perhaps she saw I was doing the best I could, or perhaps she simply believed in the process of cultivating a scholar. It took a year or so of immense patience before I finally produced something we could build on. From there, I slowly transformed from a clueless novice into a junior colleague.

Years later, when I became a professor, I watched my own students struggle to make progress, just as I once had. My calendar filled up with meetings where my main job was to untangle their confusion. Eventually, though, the investment paid off, and I experienced the deep satisfaction of watching them transform into capable junior collaborators.

Now, AI has introduced a new option. It is certainly no extraordinary intellectual partner. But it can competently perform a lot of the work I need immediately; AI requires no ramp-ups, no meetings, and absolutely no emotional support. It is forcing a quiet, uncomfortable shift in my mindset.


Advertisement

The issue is not whether my students are valuable. In the long run, they are invaluable. The issue is that their value emerges slowly, whereas AI delivers immediate returns. I feel somewhat embarrassed to admit how tempting this is. In our culture, preferring an algorithm to a trainee feels like a betrayal of the academic mission.

Yet I see these calculations shaping the labs around me. Close colleagues are quietly refraining from taking on as many students as they used to. When they do take students, they are noticeably pickier.

My immediate instinct is to expect any student I recruit in this new environment to contribute at a much higher level from the outset. But to meet those elevated expectations, a student would likely rely heavily on the same AI tools I could turn to on my own. In the process, they may bypass the valuable experience of struggling through early tasks and learning from their mistakes. Students, I worry, could simply become an intermediary between the raw idea and the AI’s output.

For faculty, meanwhile, the pressure to produce remains relentless and the scientific pace is unforgiving, making a productive and frictionless AI even more tempting. The real danger I see is not that AI will entirely replace graduate students in the foreseeable future. It is that the default assumption that taking on students is simply part of any professor’s academic journey will quietly erode. In some cases, the most pragmatic solution could be to use an AI.

I’m not sure where that will leave students who start with no research experience. Personally, I am seriously tempted not to take a chance on a novice for my new project—which means today, I probably wouldn’t recruit my younger self.
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